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1. Goals & Executive Summary 
 
Red Hat Enterprise MRG is a next-generation IT infrastructure that makes enterprise 
computing 100-fold faster, defines new levels of interoperability and gives customers 
competitive advantage by running applications and transactions with greater performance and 
reliability. Red Hat Enterprise MRG integrates Messaging, Realtime, and Grid technologies. 
 
Intel and Red Hat wish to understand the performance of MRG Messaging under the Red Hat 
Enterprise Linux (RHEL) & RHEL RT (Realtime) operating system and opportunities for 
optimization on Intel based hardware. Intel and Red Hat continue to benchmark different 
hardware and configurations. 
 
Benchmarking numbers are useful to raise interest in AMQP and MRG Messaging technology 
when deployed on Intel hardware.  
 

1.1 Goals 
 

1) Benchmark MRG Messaging performance on Intel® Xeon® based platforms. 
2) Provide tuning and optimization recommendations for MRG Messaging on Intel® 

Xeon® based platforms. 
3) Demonstrate the benefits of Intel® Xeon® platforms, e.g., multi cores, IOAT (I/O 

Acceleration Technologies), for MRG Messaging. 
- Create a performance white paper for MRG Messaging to be used with Wall Street 

customers. 
- Produce benchmarking results that can be provided to an agreed list of interested 

investment banks or to the market (upon mutual agreement to do so by Intel and 
Red Hat). 

 

1.2 Executive Summary 
 
This study measured the throughput of MRG Messaging V1.0 (using AMQP 0-10 protocol) 
using 256-byte packets running on RHEL 5.1 on platforms with dual Quad-Core Intel® Xeon® 
processors and 4 x 1 GigE NICs (Network Interface Cards). 
 
The Stoakley processor increases throughput by ~ 48% over the Intel® Xeon® 5365 based 
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system. [On average, 344K messages/sec for the Intel® Xeon® 5365 based system versus 
505K messages/sec for the Intel® Xeon® 5482 based system.]  
 
The optimized memory allocator increased throughput by ~ 49.7%. [On average, 558 
messages/sec for the Intel® Xeon® 5365 based system versus 762K messages/sec for the 
Intel® Xeon® 5482 based system. Intel® Xeon® 5482 based system increased throughput by 
36.6%.] 
 
MSI-X vs CLVT only yielded a small improvement ~1% in throughput. 
 
If every message to the broker is routed to a subscriber as in this benchmark the maximum 
ingress rate will equal the outgress rate.  
 
This report shows a maximum repeatable ingress rate of ~760,000/2 = 380,000 messages 
per second (for 256 byte messages). Thus, if doing OPRA (Options Price Reporting Authority) 
with a pack factor of 16 in 256 bytes, that would allow for (16 x 380,000 =) 6,080,000 ingress 
OPRA messages/ second to 60 consumers on shared queues. 
 
A typical trading scenario uses a 1:3 ~ 1:4 fan out, so for example let us use 1:4, as that will 
give us the lower number. 760,000/(1+4) equals 152,000 fully reliable messages per second 
or (16 x 152,000 =) 2,432,000 fully reliable OPRA messages per second on an 2 x Quad-
Core (= 8 Core) box. 
 
This clearly demonstrates that MRG Messaging V1.0 can effectively drive an 8-way (2 x 
Quad-Core) Intel® Xeon® processor and sustain leadership throughput. 
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2. Red Hat MRG Messaging (AMQP) – Introduction & 
Architecture 
 

2.1 Introduction  
Red Hat (http://www.redhat.com/) is contributing in developing Qpid 
(http://cwiki.apache.org/qpid/) which is the first implementation of Advanced Message 
Queuing Protocol 0-10 (http://amqp.org/).  
AMQP is an Open Standard for Business Messaging Middleware developed by a group of 
companies (more information can be found at the above web-site). By complying with the 
AMQP standard, middleware products written for different platforms and in different 
languages can send messages to one another. AMQP addresses the problem of transporting 
value-bearing messages across and between organizations in a timely manner. 
Red Hat MRG AMQP-compliant messaging product (referred to as MRG Messaging in the 
following of this document) is a multi-platforms implementation of AMQP with a prior focus on 
Linux systems. MRG Messaging is an open source distribution created and supported by Red 
Hat. 
 

2.2 Red Hat MRG Messaging Architecture  
AMQP (Advanced Message Queuing Protocol) was born out of the frustrations in developing 
front- and back-office processing systems at investment banks. No existing products 
appeared to meet all the requirements of these investment banks. 
 
AMQP is a binary wire protocol and well-defined set of behaviors for transmitting application 
messages between systems using a combination of store-and-forward, publish-and-
subscribe, and other techniques. AMQP addresses the scenario where there is likely to be 
some economic impact if a message is lost, does not arrive in a timely manner, or is 
improperly processed. 
The protocol is designed to be usable from different programming environments, operating 
systems, and hardware devices, as well as making high-performance implementations 
possible on various network transports including TCP, SCTP (Stream Control Transmission 
Protocol), and InfiniBand. 
 
From the beginning, AMQP's design objective was to define enough MOM semantics (Figure 
1) to meet the needs of most commercial computing systems and to do so in an efficient 
manner that could ultimately be embedded into the network infrastructure. It's not just for 
banks. 
 
AMQP encompasses the domains of store-and-forward messaging, publish-and-subscribe 
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messaging, and file transfer. It incorporates common patterns to ease the traversal of firewalls 
while retaining security, and to permit network QoS. To ease adoption and migration, AMQP 
is also designed to encompass JMS (Java Message Service) semantics. 
 

 
Figure 1 

 
AMQP goes further, however, and includes additional semantics not found in JMS that 
members of the working group have found useful in delivering large, robust systems over the 
decades. Interestingly, AMQP does not itself specify the API a developer uses, though it is 
likely that will happen in the future. 
 

2.2.1 Main Features 
AMQP is split into two main areas: transport model and queuing model. AMQP is unusual in 
that it thoroughly specifies the semantics of the services it provides within the queuing model; 
since applications have a very intimate relationship with their middleware, this needs to be 
well defined or interoperability cannot be achieved. In this respect, AMQP semantics are more 
tightly defined than JMS semantics. 

As stated, AMQP's transport is a binary protocol using network byte ordering. AMQP aims to 
be high performance and flexible, to be hardware friendly rather than human friendly. The 
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protocol specification itself, however, is written in XML so implementers can code-generate 
large portions of their implementations; this makes it easier for vendors to support the 
technology. 
The transport model itself can reuse different underlying transports. The first is TCP/IP, but by 
adopting SCTP, we can obtain better parallelism for messages (SCTP removes the byte-
stream head-of-line blocking problem imposed by TCP). There are also planned mappings to 
UDP to support AMQP over multicast, and bindings to InfiniBand are planned. 
 

2.2.2 Messages 
Messages in AMQP are self-contained and long-lived, and their content is immutable and 
opaque. The content of messages is essentially unlimited in size; 4GB messages are 
supported just as easily as 4KB messages. Messages have headers that AMQP can read and 
use to help in routing. 

You can liken this to a postal service: a message is the envelope, the headers are information 
written on the envelope and visible to the mail carrier, who may add various postmarks to the 
envelope to help deliver the message. The valuable content is within the envelope, hidden 
from and not modified by the carrier. The analogy holds quite well, except that it is possible 
for AMQP to make unlimited copies of the messages to deliver if required. 

2.2.3 Queues 
Queues are the core concept in AMQP. Every message always ends up in a queue, even if it 
is an in-memory private queue feeding a client directly. To extend the postal analogy, queues 
are mailboxes at the final destination or intermediate holding areas in the sorting office. 

Queues can store messages in memory or on disk. They can search and reorder messages, 
and they may participate in transactions. The administrator can configure the service levels 
they expect from the queues with regard to latency, durability, availability, etc. These are all 
aspects of implementation and not defined by AMQP. This is one way commercial 
implementations can differentiate themselves while remaining AMQP-compliant and 
interoperable. 

2.2.4 Exchanges 
Exchanges are the delivery service for messages. In the postal analogy, exchanges provide 
sorting and delivery services. In the AMQP model, selecting a different carrier is how different 
ways of delivering the message are selected. The exchange used by a publish operation 
determines if the delivery will be direct or publish-and-subscribe, for example. The exchange 
concept is how AMQP brings together and abstracts different middleware delivery models. It 
is also the main extension point in the protocol. 

A client chooses the exchange used to deliver each message as it is published. The 
exchange looks at the information in the headers of a message and selects where they 
should be transferred to. This is how AMQP brings the various messaging idioms together - 
clients can select which exchange should route their messages.  
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Several exchanges must be supported by a compliant AMQP implementation: 

• The direct exchange will queue a message directly at a single queue, choosing the 
queue on the basis of the "routing key" header in the message and matching it by 
name. This is how a letter carrier delivers a message to a postal address.  

• The topic exchange will copy and queue the message to all clients that have 
expressed an interest based on a rapid pattern match with the routing key header. You 
can think of the routing key as an address, but it is a more abstract concept useful to 
several types of routing.  

• The headers exchange will examine all the headers in a message, evaluating them 
against query predicates provided by interested clients using those predicates to select 
the final queues, copying the message as necessary.  

• In addition the implementation provides an additional exchange for XML routing. This 
exchange allows for the routing of XML based messages using XQuery. The XML 
exchange has not been benchmarked in this report. 

Throughout this process, exchanges never store messages, but they do retain binding 
parameters supplied to them by the clients using them. These bindings are the arguments to 
the exchange routing functions that enable the selection of one or more queues. 

2.2.5 Bindings 
The arguments supplied to exchanges to enable the routing of messages are known as 
bindings (see Figure 2). Bindings vary depending on the nature of the exchange; the direct 
exchange requires less binding information than the headers exchange. Notably, it is not 
always clear which entity should provide the binding information for a particular messaging 
interaction. In the direct exchange, the sender is providing the association between a routing 
key and the desired destination queue. This is the origin of the "destination" addressing idiom 
so common to JMS and other queuing products. 

 

Figure 2 
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In the topic exchange, it is the receiving client that provides the binding information, specifying 
that when the topic exchange sees a message that matches any given client(s') binding(s), 
the message should be delivered to all of them.  

AMQP has no concept of a "destination," since it does not make sense for consumer-driven 
messaging. It would limit its abstract routing capabilities. The concept of bindings and the 
convention of using a routing key as the default addressing information overcome the artificial 
divisions that have existed in many messaging products.  

 

2.3 AMQP Communication Model 
 
Provides a “Shared Queue Space” that is accessible to all interested applications: 
 
– Message are sent to an Exchange 

 
– Each message has an associated Routing Key 

 
– Brokers forward messages to one or more Queues based on the Routing Key 

 
– Subscribers get messages from named Queues 

 
– Only one subscriber can get a given message from each Queue 

 
 
 

 
Figure 3 
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2.4 AMQP Object Model 
 
Exchange – Receives messages and routes to a set of message queues 
 
Queue – Stores messages until they can be processed by the application(s) 
 
Binding – Routes messages between Exchange and Queue. Configured externally 
to the application – Default binding maps routing-key to Queue name 
 
Routing Key – label used by the exchange to route Content to the queues 
 
Content – Encapsulates application data and provides the methods to send receive, 
acknowledge, etc. 
 

 
Figure 4 
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3. Performance Testing Methodology 
The performance tests simulate a 3-tier configuration where producers publish to the broker 
and consumers subscribe to the broker.  
 

 

Figure 5 
 
In the actual test setup, each Client System runs multiple instances of Publishers / 
Subscribers. Further, each Publisher doubles as being a Publisher and a Subscriber. Thus, a 
Publisher (in the Client System) generates messages which are sent to a Queue in the Broker 
Server and then returned to the originating Publisher (in the originating Client System) which 
also doubles as the Subscriber for that message. 
 

 

Figure 6 
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3.1 Test Harness / Load Driver (Perftest) 
 
An AMQP test harness perftest, supplied with RHEL MRG, is used to drive the broker for this 
benchmark. This harness is able to start up multiple producers and consumers in balanced 
(n:n) or unbalanced configurations (x:y).   
 
What the test does: 

- creates a control queue 

- starts x:y producers and consumers 

- waits for all processors to signal they are ready 

- controller records a timestamp 

- producers reliably  en-queues messages onto the broker as fast as they can 

- consumers reliably de-queue messages from the broker as fast as they can 

- once the last message – which is marked is received, the controller is signaled 

- controller waits for all complete signals, records timestamp and calculates rate 

 
The throughput is the calculated as the total number of messages reliably transferred divided 
by the time to transfer those messages. 
 
 

3.2 Tuning & Parameter Settings 
 
Tuning – echo values > /proc/irq/XXX  or use “TUNA”   

 

1) Disable cpuspeed, selinux, auditd, irqbalance 

2) Move Intel 1 GigE IRQs send/recv to socket w/ shared cache 

3) Move existing processes off the core(s) to cpu0 

4) Use taskset to start qpid-daemon on all cpus 
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The tests are run with the following options: 
 

• --worker-threads 8 => set the number of IO worker threads to 8 
• --auth no => turn of connection authentication, makes setting the test environment 

easier 
• --mgmt-enable no => disable the collection of management data 

 
Perftest scripts are used to configure the Client System(s) and AMQP Broker. Each client was 
setup with the following options: --count 100000 --qt 10 --nsubs 6 --npubs 6 --size 256 
 

• --count 100000 => number of messages send per pub per qt, so total messages are 
((count * qt)*(npub+nsub)) 

• --qt 10 => number of queues being used 
• --nsubs 6 => number of subscribers per client 
• --npubs 6 => number of publishers per client 
• --size 256 => message size 

 
Generally, for a test with N (= 8) CPU cores used in the AMQP Broker: 
 

• N+2 for QT threads => --qt 10 
i.e., if we increase the number of cores, then we also increase qt 

• N work threads = --worker-threads 8 
• 6 subs / pubs per NIC 

i.e., if we add NIC's we put 6 pubs and subs per NIC to increase the load on the 
system. 
 

IOAT is an umbrella term of some IO Acceleration Technologies available in Intel platforms 
on the NIC, chipset and CPU level. For this test, only some features of IOAT are relevant: 
MSI-X and Adaptive Interrupt Moderation. Low Latency Interrupts could also be useful in real 
deployment when there are more then one class of latency QoS traffic. Direct Cache Access 
(DCA) drivers are not available yet, and QuickData DMA engines are not very useful for small 
messages yet. 
 
The optimized memory allocator is a fast, scalable, and memory-efficient memory allocator. 
It runs on a variety of platforms, including Red Hat Enterprise Linux. It is a drop-in 
replacement for malloc() that can dramatically improve application performance, especially for 
multithreaded programs running on multiprocessors. No change to your source is necessary. 
Just link it in or set just one environment variable. 
 

3.3 Configuration Tested 
 
The parameters in section 3.2 result in the following configuration and workload being tested. 
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The test used the MRG AMQP 0-10 broker with 256 byte packets in a configuration with 10 
shared queues.  
 
Two systems were used to act as clients of the broker system. The perftest program was 
used to simulate AMQP clients on the 2 Client Systems. 3 instances of the perftest program 
were launched on each client system. Each instance of perftest simulates 10 AMQP clients.  
 
This setup is simulating (2  x 3 x 10 =) 60 AMQP clients talking to the AMQP broker with 10 
shared queues. 
 
The same scenario described above was used with each platform. 100,002  messages were 
sent from each client. This means that 12,000,240 messages are exchanged during one run: 
100,002 x 60 (number of AMQP clients) x 2 (from client to queue + from queue to client). 
 

 
Figure 7 
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3.4 Performance Metrics 
 
The perftest program measures the throughput in terms of messages exchanged and bytes 
exchanged. 
 
We also used the sar command to gather system statistics and the oprofile utility to get 
performance counters from the CPU (except on Intel® Xeon® 5482 based system as the 
needed support from the kernel wasn’t available). 
 
The statistics collected by sar are: 
 

a) CPU usage/s (user and system) 

b) Context switches/sec 

c) Interrupts/sec 

d) Memory 

e) Network transfers by interface (packets/sec and bytes/sec) 

f) Number of sockets 
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4. Hardware/Software Versions 

4.1 Hardware 
The AMQP Broker SUT (System Under Test) was run on two different Intel® Xeon®  
platforms: Intel® Xeon®  5400 and Intel® Xeon®  5300 series. Two platforms were tested to 
act as the AMQP Broker: 
 

Intel® Xeon®  5300 
series SUT 

2 x Intel® Xeon®  X5365 (Quad cores), 3.00 Ghz, 8 GB 
RAM, FSB 1333 

Intel® Xeon®  5400 
series SUT 

2 x Intel® Xeon® X5482 (Quad cores), 3.20 Ghz, 8 GB 
RAM, FSB 1600 

 
 

4.2 Network 
All load driver (client) systems have point-to-point connections to the SUT. Network cards 
used during the sessions were: 
 

Network Card Type 1 82575 1GigE adapters 

Network Card Type 2 82598 10GigE adapters 

 
 
 

4.2 Software 
 

RHEL 5.1 Kernel 2.6.18-53el5 x86_64 

RHEL MRG 2.6.24-30.el5rt 

AMQP/Qpid 0.2-24 

lgb Driver 1.2.22 compiled with DCA and SEPARATE_TX 

lxgbe Driver 1.3.16.1 
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5. Performance Testing Results 
 

5.1 Affect of Memory Allocator Optimization 
 
The Intel® Xeon® 5482 based system increases throughput by ~ 48% over the Intel® Xeon® 
5365 based system. [On average, 344K messages/sec for the Intel® Xeon® 5365 based 
system versus 505K messages/sec for the Intel® Xeon® 5482 based system.]  
 
The optimized memory allocator increased throughput by ~ 49.7%. [On average, 558 
messages/sec for the Intel® Xeon® 5365 based system versus 762K messages/sec for the 
Intel® Xeon® 5482 based system.  Intel® Xeon® 5482 based system increased throughput 
by 36.6%.] 
 
MSI-X vs CLVT only yielded a small improvement ~1% in throughput. 
 

5.2 Extrapolating OPRA Throughput 
 
If every message to the broker is routed to a subscriber as in this benchmark the maximum 
ingress rate will equal the outgress rate.  
 
This report shows a maximum repeatable ingress rate of ~760,000/2 = 380,000 messages 
per second (for 256 byte messages). Thus, if doing OPRA (Options Price Reporting Authority) 
with a pack factor of 16 in 256 bytes, that would allow for (16 x 380,000 =) 6,080,000 ingress 
OPRA messages/ second to 60 consumers on shared queues. 
 
A typical trading scenario uses a 1:3 ~ 1:4 fan out, so for example let us use 1:4, as that will 
give us the lower number. 760,000/(1+4) equals 152,000 fully reliable messages per second 
or (16 x 152,000 =) 2,432,000 fully reliable OPRA messages per second on an 2 x Quad-
Core (= 8 core) box. 
 
This clearly demonstrates that MRG Messaging V1.0 can effectively drive an 8-way (2 x 
Quad-Core) Xeon processor and sustain leadership throughput. 
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Figure 8 
 
The performance of MRG Messaging V1.0 will be closer to the non-optimized performance 
shown in Figures 8 & 9. As the code base is updated, the performance will approach the 
optimized performance shown in Figures 8 & 9. 
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Figure 9 
 
A significant performance gain can be achieved from moving from Intel® Xeon® 5365 based 
system to Intel® Xeon® 5482 based system hardware, however the above data shows that a 
further performance gain can still be achieved by optimizing the broker. In the above 
optimized runs additional memory management techniques were used. These gains will be 
optimized into an upcoming release of MRG. This graph clearly show the benefits of the Intel / 
Red Hat lab runs allowing for optimization of the software and hardware platforms to achieve 
higher throughput.  
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6. Conclusions 
 
This report shows a maximum repeatable ingress rate of ~760,000/2 = 380,000 messages 
per second (for 256 byte messages). Thus, if doing OPRA (Options Price Reporting Authority) 
with a pack factor of 16 in 256 bytes, that would allow for (16 x 380,000 =) 6,080,000 ingress 
OPRA messages/ second to 60 consumers on shared queues. 
 
A typical trading scenario uses a 1:3 ~ 1:4 fan out, so for example let us use 1:4, as that will 
give us the lower number. 760,000/(1+4) equals 152,000 fully reliable messages per second 
or (16 x 152,000 =) 2,432,000 fully reliable OPRA messages per second on an 2 x Quad-
Core (= 8 Core) box. 
 
This clearly demonstrates that MRG Messaging V1.0 can effectively drive an 8-way (2 x 
Quad-Core) Intel® Xeon® processor and sustain leadership throughput. 
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7. Next Steps 
 
As Intel and Red Hat return the goal is to achieve a complete characterization of MRG 
Messaging performance by varying the following factors for the SUT (i.e., the AMQP Broker 
system): 
 
Xeon Quad-Core processor used: 
 

1. Intel® Xeon® 5300 series 
2. Intel® Xeon® 5482 series 
3. Intel® Xeon® 7300 series 

 
Number of CPU Cores used: 
 

1. 8  Cores 
2. 16 Cores (using latest RHEL kernel updates for faster mmap in kernel to 

achieve higher scalability) 
 
Operating System Kernel: 
 

1. RHEL 5.2 
2. RHEL Realtime Kernel 

 
Interconnect Used: 
 

1. 1 GigE 
2. 10 GigE (using  multi-channel network drivers) 
3. Infiniband 

 
IOAT Optimization: 
 

1. With IOAT 
2. Without IOAT 

 
 
In addition to the combinations above, we will experiment with other optimizations like 
interrupt and process binding to CPU cores, using solid state disks for durability, etc. Further, 
we will use additionally optimized versions of MRG Messaging based on data collected from 
previous lab runs to use less CPU per message transferred. 
 
The measurements documented in this report are limited to MRG Messaging throughput. 
Future experiments will include end-to-end message latency in addition to throughput. 
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8. Appendix 
 
The general theme is we drove the 4-NIC configurations close to cpu saturation, tuning  
AMQP thread and bindings to yield the highest throughput.  The additional performance 
metrics in this appendix are provided for completeness.  
 

8.1 System statistics for the best Intel® Xeon® 5365 
based system run  

 
 

 

Figure 10 
 
Figure 10 is a plot of the Intel® Xeon® 5365 based system CPU utilization showing 78% user 
and 18% system time. The run began at ~8 seconds into the ~30 second data collection. 
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Figure 11 
 
Figure 11 is a plot of the Average Intel® Xeon® 5365 based system Context Switches at 
approximately 65K/sec. Most context switches are from network traffic and 8K are due to 
timer interrupts (RHEL5 1000Mhz timers). Context Switch rate scales proportionally to the 
throughput in messages/sec. 
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Figure 12 
 

Figure 12 is a plot of the Intel® Xeon® 5365 based system memory utilization for the AMQP 
run. NOTE: A minimum of 8GB of memory is needed to reproduce the results. 
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Figure 13 
 

Figure 13 is a plot of the Intel® Xeon® 5365 based system Network traffic in packets/sec with 
4 NICs. The initial spike indicates the peak result we hope is achievable with further memory 
tuning within MRG Messaging and glibc. Stay tuned for results with RHEL 5.3. 
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Figure 14 

 
Figure 14 is a plot of the Intel® Xeon® 5365 based system Network traffic in bytes/sec with 4 
NICs. The initial spike indicates the peak result we hope is achievable with further memory 
tuning within MRG Messaging and glibc. Stay tuned for results with RHEL 5.3. 
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8.2 System statistics for the best Intel® Xeon® 5482 
based system run 

 
 
 

 
Figure 15 

 
Figure 15 is a plot of the Intel® Xeon® 5482 based system CPU utilization showing 79% user 
and 19% system time. The run began at ~8 seconds into the ~25 second data collection. 
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Figure 16 

 
Figure 16 is a plot of the Average Intel® Xeon® 5482 based system Context Switches at 
approximately 80K/sec. Most context switches are from network traffic. Context Switch rate 
scales proportionally to the throughput in messages/sec. 
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Figure 17 

 
Figure 17 is a plot of the Intel® Xeon® 5482 based system memory utilization for the AMQP 
run. NOTE: A minimum of 8GB of memory is needed to reproduce the results. 
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Figure 18 

 
Figure 18 is a plot of the Intel® Xeon® 5482 based system Network traffic in packets/sec with 
4 NICs. The initial spike indicates the peak result we hope is achievable with further memory 
tuning within MRG Messaging and glibc. Stay tuned for results with RHEL 5.3. 
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Figure 19 

 
Figure 19 is a plot of the Intel® Xeon® 5482 based system Network traffic in bytes/sec with 4 
NICs. The initial spike indicates the peak result we hope is achievable with further memory 
tuning within MRG Messaging and glibc. Stay tuned for results with RHEL 5.3. 
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