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1 Introduction 
There is more data generated in businesses than ever before, and there are more and more ways to store 
data and use it. SAP Data Hub provides a simple, scalable approach to manage data and to integrate, 
process and govern it. 

This document describes the Lenovo Reference Architecture for SAP Data Hub 2.6 deployed on Kubernetes 
with Ceph storage, using Red Hat OpenShift Container Platform 3.11, integrated with Red Hat Ceph Storage 
3.3. 

The Lenovo team worked together with the SAP and Red Hat teams on the architectural vision and joint 
engineering effort to create this Reference Architecture. This paper is intended to provide planning, design 
considerations, and best practices for implementing SAP Data Hub on-premise, with Lenovo products. 

Lenovo ThinkSystem servers are designed to deliver the capabilities you need to exceed today’s needs, while 
preparing you for the next wave of innovation. These systems are purpose-built to deliver performance, 
security and agility in an open environment that won’t limit your options down the road. 

With Lenovo Intelligent Insights with SAP Data Hub, Lenovo can provide an integrated solution with hardware, 
software and services, delivering reduced risk and faster time to value. 

The intended audience of this document are IT professionals, technical architects, sales engineers, and 
consultants to assist in planning, designing and implementing SAP Data Hub. 

The architecture described herein has been validated by Lenovo, Red Hat and SAP. 
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2 Business problem and business value 
The following sections provide a summary of the business problems that this reference architecture is 
intended to help address, and the value that this solution can provide. 

2.1 Business problem 
Data sets grow rapidly. More and more data sources are being tapped, beyond the traditional enterprise data. 
Sensor networks, software logging, mobile devices, cameras, microphones, and other new sources of 
information create huge amounts of data, which holds a business opportunity. At the same time, corporate 
data landscapes are growing increasingly complex. This makes it hard and costly to capture the maximum 
value from the available data, by understanding it, working with it across different systems, and also to apply 
governance in an end-to-end fashion. 

Usually data is kept in silos across the enterprise, e.g. in enterprise applications, databases, plain files, 
Hadoop data lakes, data warehouses, or various forms of cloud storage. Combining data across those silos is 
needed to unlock its value, but this process is complex, time-consuming and therefore costly, many of today’s 
data integration tools are point-to-point, complex to use, and highly manual. This makes it challenging to 
rapidly connect and implement desired data outcomes. 

With the increased complexity of enterprise landscapes, the complexity of providing appropriate and effective 
governance also increases. In order to being able to trust and rely on data accuracy, an end-to-end 
governance across all data sources is required, or acting on the data – either through analytical or operational 
applications using the data – is at risk. 

Enterprise readiness of Big Data technologies is not a given. When trying to solve the complexity of a data 
landscape by simply storing all data in a Hadoop data lake, businesses often encounter limited governance, 
little automation of scheduling data processing, lack of common security and access management, and limited 
monitoring and tracing capabilities. Also, implementing Big Data initiatives and creating value from them 
requires very specialized skillsets. These specialized resources can be difficult to find and retain. 

Managing and processing data across silos is more than a challenge. It is an opportunity to unlock the value 
of the data, by combining data from different sources to create new insights that can answer questions and 
which can be acted upon.  

2.2 Business value 
SAP Data Hub delivers a simpler, more scalable approach to managing complex data landscapes. It provides 
data integration, processing and governance, and provides visibility into and access across the complex 
network of data in the modern enterprise. SAP Data Hub helps organizations to better understand data 
sources, interconnections, quality and impact by providing a broad and detailed view of the entire data 
landscape. SAP Data Hub provides a single data management pane for data from various data sources, like 
Hadoop, cloud storage, SAP HANA, business applications, and more. This enables enterprises to discover 
new business opportunities, resolve emerging data issues, and ensure data flowing to where it needs to be. 

SAP Data Hub allows to create powerful data pipelines that access, harmonize, transform, process, move 
information from a variety of sources to a variety of destinations. Data pipelines can easily and quickly created 
in a single, visual design environment. 
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Leveraging existing processing investments, such as capabilities in SAP HANA, Apache Hadoop, SAP Vora, 
or Apache Spark, SAP Data Hub provides fast execution of the pipeline activities themselves by distributing 
computational tasks to the native environments where the data resides. Without requiring to centralize your 
data, this federated, distributed processing close to the data ensures that the activities of the pipeline 
complete as rapidly as possible, delivering fast results to the business. 

SAP Data Hub provides an easier way to understand, manage, and get greater value from a complex data 
landscape, including data held on premise and in the cloud, in data lakes, data warehouses, and data marts. 
It allows to quickly create data-driven applications and analytics that leverage data from across the 
organization, and makes it easy to combine and integrate an enterprise landscapes with big data. 

2.3 Business Value of the Lenovo Solution for SAP Data Hub 
A complete SAP Data Hub implementation is composed of several individual components. For some software 
components of the landscape, SAP allows a high degree of freedom with regards to which actual 
implementation of a software service to use.  

For example, SAP Data Hub requires a certain version of Kubernetes, but with regards to the Kubernetes 
distribution to be used, there are no specific requirements. While this allows for many options on which 
Kubernetes distribution to choose (there are more than a dozen “leading” Kubernetes distributions in the 
market), there is no guidance on how to implement the distribution of choice in order to best fit SAP Data Hub. 
This leads to a certain risk when businesses implement Data Hub, so that a deployment may run behind 
schedule, or even fail, if the supporting software and hardware components are not implemented and/or sized 
correctly.  

The Lenovo Solution for SAP Data Hub is an integrated end-to-end solution with hardware, software and 
services, built on selected, proven-to-work components. A flexible building block approach guarantees a high 
scalability, from PoC to large production implementations. Best Practices from SAP, Red Hat and Lenovo are 
built into the solution for best availability and performance results. 

This ensures a minimal implementation time and predictable outcomes of an SAP Data Hub deployment. 
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3 Requirements 
The functional and non-functional requirements for this reference architecture are described below. 

3.1 Functional requirements 
Table 1 below lists the functional requirements. 

Table 1: Functional requirements 

Requirement Description 

Leverage existing data stores • Access data from a variety of data sources, including Hadoop 
data lakes, object stores, databases, data warehouses, in the 
cloud and on-premise 

• Perform data transformations, data quality, and data 
preparation processes 

• Define data pipelines and streams 

• Productize and embed scripts and ML/AIgorithms and software  

• Productize open libraries or AI/ML algorithms in one framework 

“push-down” Distributed Data 
Processing 

• Distribute computational tasks to the native environments in 
which the data resides 

• Remote Process scheduling: SAP Business Warehouse 
process chains, SAP Data Services dataflows, and SAP HANA 
smart data integration Flowgraphs 

Governance • Establish and manage zones in a landscape with attached 
policies and services levels 

• Security and Access Control capabilities 

Orchestration • Workflow creation of operations and processes across the 
landscape with monitoring and analysis capabilities 

• Execution of end-to-end data processes, starting with the 
ingestion of data into the landscape (e.g. the data lake), 
including data processing, and leading up to the delivery or 
integration of the resulting data into enterprise processes and 
applications 

Data Ingestion and Processing • Data integration, cleansing, enrichment, masking and 
anonymization 

Data Discovery • Data Profiles for Big Data Sets showing quality and 
comprehensive structure information,  

• Ability to crawl, discover, and tag data elements 

• Expose discovered data for further usage 
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3.2  Non-functional requirements 
Table 2 lists the non-functional requirements, which are needed for deployment. 

Table 2: Non-functional requirements 

Requirement Description 

Scalability Scalable Architecture, from small to big, test to production deployment 

Deployment Easy deployment, using a proven-to-work combination of the several 
components 

Fault tolerance Single component error will not lead to whole system unavailability 

Physical footprint Compact solution 

Ease of management/operations Reduced complexity for solution management 

Flexibility Flexible building block approach allows sizing according to customer 
needs 

Security Solution provides means to secure customer infrastructure 

High performance Best Practices are built into the solution to ensure the best 
performance results for the customer 
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4 Architectural overview 
Figure 1 outlines the deployment view of the architecture described in this paper. 

 

Figure 1. Lenovo Solution for SAP Data Hub – High Level Architecture 

The Lenovo Solution described in this paper contains all necessary components to run the SAP Data Hub 
product. Any connected systems to provide/store application data (like SAP BW, SAP HANA, 3rd party 
systems) are not part of the solution itself. 

Both the SAP Data Hub System Management, as well as the SAP Data Hub Distributed Runtime, run 
containerized in a Kubernetes environment. Kubernetes provisions and manages the containers containing 
the SAP Data Hub application components as needed by SAP Data Hub. A separate secure Docker registry 
provides the container images needed by SAP Data Hub. 

Optionally, SAP Data Hub can be installed with an associated Hadoop cluster. In this case it is possible to use 
the underlying HDFS as a data lake, and a Spark2 environment as the computational framework for SAP Data 
Hub jobs.  

The software defined storage solution based on Ceph, provides a reliable, scalable storage layer for the 
complete solution. It provides 

• dynamically provisioned block storage to the containers running on Kubernetes, 

• object storage through an S3-API compatible interface for additional data storage and backups, and 

• optional: block storage for the data on the Hadoop nodes. 

All of the components used in this architecture are able to scale horizontally.  
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5 Component model 
 

5.1 SAP Data Hub 
SAP Data Hub offers data management capabilities to help the customer to manage the growing amount of 
data. It combines data governance, management of data pipelines and data integration using a single visual 
interface and without the need of moving data into a central data warehouse. Figure 2 below shows the 
components of SAP Data Hub. Items depicted in blue are part of SAP Data Hub, items in black are 
prerequisites. 

 

Figure 2. SAP Data Hub Technical Component Overview 

The following chapters briefly describe the main components of SAP Data Hub. All components run 
containerized on a Kubernetes cluster, unless mentioned otherwise. 

5.1.1 Tenant Applications and Services 
The Tenant Applications and Services are the core of SAP Data Hub. SAP Data Hub provides various tools for 
development and administration, as well as applications that are accessible through the SAP Data Hub 
application launchpad.  

SAP Data Hub Pipelines are the connectors between the various SAP Data Hub data sources. They provide 
reusable, configurable operations to process data from the various sources, including CSV files, web services 
APIs as well as SAP’s own data stores and can be flexibly designed. The SAP Data Hub Modeler allows the 
creation and configuration of such pipelines through a graphical user interface. 

The Metadata Explorer provides information about the location, attributes, quality, and sensitivity of data. With 
this information, you can make informed decisions about which datasets to publish and determine who has 
access to use or view information about the datasets. 

The Connection Management allows to set up connections to managed systems or external storage. Services 
such as Amazon S3, Google Cloud Services, Microsoft Azure (ADL, WASB), OData services, or Hadoop 
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HDFS can be connected, as well as databases (Oracle, SAP HANA, SAP Vora) or business warehouses 
(SAP BW). 

5.1.2 Vora Database 
Vora is a distributed database, able to store and process structured data, graph data and semi-structured 
document in-memory and on disk. It provides enriched interactive analytics on data, which can optionally be 
stored in Hadoop. It runs containerized in the Kubernetes infrastructure and provides a bi-directional interface 
between data from SAP Data Hub data sources to Hadoop. SAP Vora also includes a web based user 
interface with an SQL editor, a data browser and an OLAP modeler. 

Vora Spark Extensions 

The SAP Data Hub Vora Spark Extension provides access to SAP Vora data sources from a Spark 
environment. It is installed on each Spark worker node of a connected Hadoop cluster. 

5.1.3 System Management 
The System Management application provides essential services to run and deploy SAP Vora services and 
provides a single point of entry to any of the user-facing Vora applications. System Management integrates 
with Kubernetes and orchestrates the user applications. 

5.1.4 Diagnostics 
SAP Data Hub Diagnostics provides cluster administrators with the tools to monitor and troubleshoot an SAP 
Data Hub deployment. It enables system and application metric monitoring, alerting and consolidated trace 
log analysis. 

5.1.5 SAP HANA 
The internal SAP HANA database is used to store metadata, such as information about the data pipelines and 
other configuration data. It does not store any business data, so the memory footprint is very small. 

 

5.2 Kubernetes 
SAP Data Hub is deployed on a Kubernetes platform. The following sections give an overview of Kubernetes 
in general and Red Hat OpenShift Container Platform as an enterprise-ready Kubernetes distribution. 

5.2.1 Kubernetes Overview 
Kubernetes is an open source project maintained by the Cloud Native Computing Foundation. It has been 
developed to enable orchestration of containerized workloads at-scale.  

Kubernetes typically runs on a cluster of machines as a distributed system and consists of one or more 
master nodes and a number of worker nodes. The master nodes manages the nodes of the Kubernetes 
cluster. A master node keeps a list of the nodes of the cluster, monitors their health state and controls the 
distribution of the pods on the worker nodes. It runs the core Kubernetes services such as the API server, 
scheduler, cluster configuration database (etcd), authentication/authorization services, virtual networking, etc. 
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For a high availability solution multiple master nodes can be deployed to ensure that the cluster has no single 
point of failure.  

The Kubernetes Worker Nodes execute and run the containers of the solution. A pod, representing a unit of 
deployment, consists of a single container or a small number of tightly coupled containers. The worker nodes 
interact with the master nodes via the kubelet service, which is responsible for managing the Kubernetes pods 
on the local servers. For networking, the kube-proxy service provides a simple networking proxy for common 
ingress traffic into the pods.  

For more background on Kubernetes architecture see https://kubernetes.io/docs/concepts/overview/. 

5.2.2 Red Hat OpenShift 
Software companies and cloud providers package the Kubernetes open-source software into products for the 
enterprise community. For use with SAP Data Hub a set of these Kubernetes products and their storage 
integration have been validated by SAP1, in order to ensure compatibility with the SAP Data Hub software. 
For this reference architecture we have chosen the Kubernetes distribution from Red Hat.  

Red Hat OpenShift is a leading enterprise Kubernetes platform: a security-focused, consistent foundation to 
deliver applications anywhere. It is an integrated, enterprise-ready platform including container host, 
Kubernetes, and application life-cycle management.  

A Red Hat OpenShift Container Platform deployment consists of two or more nodes running RHEL 7+. It is 
deployed by running a series of Ansible playbooks, which can be also used for updates and changes to the 
deployment. An OpenShift cluster consists of several types of Kubernetes nodes as described above. No 
dedicated administration node is required. 

The OpenShift Container Platform is administered either using command line tools, or through a web UI, 
which runs on the Kubernetes cluster itself. Users can use the web console to visualize, browse, and manage 
the contents of projects. 

5.2.3 Private Docker Registry 
A private Docker registry is needed to store Docker images to be consumed by the Kubernetes cluster. It is 
important that this private registry is secure. This allows you to trust in that the images being deployed on the 
Kubernetes cluster are actually the ones that are intended to be used and have not been tampered with. To 
achieve this level of security, the private Docker registry has to require authentication and use secure 
communication (transport layer security, TLS). 

Red Hat OpenShift comes with an internal Docker registry, the OpenShift Container Registry (OCR). It is 
however not compatible with the requirements that SAP Data Hub imposes. Therefore a separate registry 
needs to be set up, which can fulfill the functional and security requirements.  

                                                      

 
1 see SAP Note 2686169 

https://kubernetes.io/docs/concepts/overview/
https://launchpad.support.sap.com/#/notes/2686169
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5.3 Red Hat Ceph Storage 
Red Hat Ceph Storage is a commercially supported distribution of Ceph, a distributed object store which 
provides excellent performance, scalability and reliability.  

The back-end object store of Ceph is called RADOS. It provides several gateways to access the data stored 
in the object store, including an iSCSI gateway and Rados Block Devices (RBDs), which provide the storage 
objects as a virtual block device in the storage client. 

The object store is organized in pools, and every pool is spread over several storage client nodes to ensure 
maximum performance and reliability.  

Each storage client node runs an Object Store Daemon (OSD), which manages the local disc resources and 
maintains the access to the locally stored data. Each OSD can hold multiple pools, and a pool is usually 
spread over several OSDs. 

The storage capacity of a Ceph deployment can be expanded easily by integrating additional storage client 
nodes to the cluster. The OSDs will take care of redistributing the data to the newly added nodes without 
interrupting the availability of the storage.  

Storage provided by Ceph can be accessed through a number of interfaces: 

• LIBRADOS: A library allowing applications to directly access the distributed object store that 

Ceph provides 

• RADOSGW: A bucked based REST gateway, compatible with S3 and swift 

• RBD: A reliable and distributed block device, supported directly by the Linux kernel  

• CephFS: A POSIX-compliant distributed file system  

• iSCSI: A gateway providing a highly available iSCSI target, exporting RADOS Block Device 

(RBD) images as SCSI disks 

The deployment of SAP Data Hub described in the Reference Architecture makes use of dynamically 
provisioned RBD devices to provide persistent storage to the containers running on the Kubernetes worker 
nodes. The S3 compatible RADOSGW interface can be used by SAP Data Hub as a checkpoint store. From 
within the Data Hub application, the interface can be used from a number of pipeline operators to store and 
retrieve data on the Ceph storage. 

As with Kubernetes, also the Ceph open source project has been picked up by software vendors who 
package it for enterprise users. For this reference architecture we chose Red Hat Ceph Storage 3, in order to 
build an enterprise grade, scale-out storage solution. 

Red Hat Ceph Storage has been validated for use with SAP Data Hub, together with the Red Hat OpenShift 
Container Platform. 
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5.4 Optional components 
5.4.1 Hadoop 
You can install SAP Data Hub either standalone without an associated Hadoop cluster, or in combination with 
Hadoop. It is possible to use the underlying HDFS as primary storage, and a Spark2 environment as the 
computational framework for SAP Data Hub jobs. 

For an associated Hadoop cluster SAP highly recommends to co-locate the Hadoop environment with the 
Kubernetes cluster. Therefore we decided to integrate Hadoop as an optional component into the architecture 
described in this document. 

The SAP Data Hub Spark Extensions can be used with any Hadoop cluster that runs Spark 2.1.x or higher.  
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6 Operational model 
This section describes the options for mapping the logical components of the Lenovo Solution for SAP Data 
Hub onto Lenovo servers, storage and networking. 

Figure 3 below shows the overall operational mode, showing the separation into a compute layer and a 
storage layer, connected by fabric.  

 

Figure 3. Operational Model for SAP Data Hub with Red Hat OpenShift and Red Hat Ceph Storage 

The compute layer hosts the SAP Data Hub Application and is running on a minimum of six identically 
configured Lenovo ThinkSystem SR530 or ThinkSystem SR630 servers. In this example, the SAP Data Hub 
is running on a Kubernetes cluster provided by Red Hat OpenShift Container Platform, running on five 
servers. The secure docker registry hosting the Docker images for SAP Data Hub is running on a separate 
server. 

Optionally the compute layer also includes a Hadoop cluster. 

The storage layer consists of a minimum of four identically configured Lenovo ThinkSystem SR650 or 
ThinkSystem SR630 servers running Red Hat Ceph Storage. 

The servers are interconnected using a redundant pair of Lenovo ThinkSystem NE2572 25Gb Ethernet 
switches. They provide an internal 25Gb network for the storage layer, as well as an external network which 
connects the storage and compute layers. The storage layer connects to the switches with 25Gb Ethernet 
connections, the compute layer and uplinks connect with 10Gb Ethernet to the switches.  

If redundancy of the network is not required, for example in a non-productive deployment or Proof-of-Concept 
deployment, it is sufficient to use only a single of Lenovo ThinkSystem NE2572 25Gb Ethernet switch. 

For administration of the hardware components (servers, switches, intelligent power distribution units), a 1Gb 
Ethernet switch is included in the solution. 

6.1 Hardware components 
This reference architecture focuses on the software components deployed on ThinkSystem platforms: 
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• Lenovo ThinkSystem SR530 Server 

• Lenovo ThinkSystem SR630 Server 

• Lenovo ThinkSystem SR650 Server 

• Lenovo ThinkSystem NE2572 RackSwitch 

• Lenovo ThinkSystem NE0152T RackSwitch 

6.1.1 Servers 
The Lenovo ThinkSystem SR530 Server is an ideal, cost-effective compute node in a 1U chassis. The Lenovo 
ThinkSystem SR650 Server with its large storage capacity in a 2U chassis is the ideal platform for a software-
defined storage. The Lenovo ThinkSystem SR630 Server provides more flexibility and can provide more 
compute power and memory capacity than the ThinkSystem SR630 Server, making it a very powerful 
compute node. At the same time, the SR630 can very well serve as a software-defined-storage platform.  

The following sections provide descriptions of these three servers. 

Lenovo ThinkSystem SR530 Server 

The Lenovo ThinkSystem SR530 server (as shown in Figure 4) an ideal 2-socket 1U rack server for 
businesses that need versatility, industry-leading reliability, management, and security, as well as cost-
optimized performance and flexibility for future growth. Featuring the second generation of the Intel Xeon 
Processor Scalable Family (Xeon SP Gen 2), the SR530 server offers a balance of performance, capacity and 
value. The SR530 server supports up to two processors, up to 768 GB of 2933 MHz TruDDR4 memory, 8x 
2.5-inch or 4x 3.5-inch drive bays with an extensive choice of SAS/SATA SSDs and SAS/SATA HDDs, and 
flexible I/O expansion options with a LOM slot and up to 3x PCIe slots. 

The SR530 server offers advanced hardware RAID protection and a wide range of networking options, 
including embedded LOM, selectable LOM, ML2, and PCIe network adapters. The next-generation Lenovo 
XClarity Controller, which is built into the SR530 server, provides advanced service processor control, 
monitoring, and alerting functions. 

The following figure shows the Lenovo ThinkSystem SR530. 

 

Figure 4. Lenovo ThinkSystem SR530 server (with 8x 2.5-inch drive bays)  

The SR530 server offers a balance of processing power, expandability, and cost. It delivers impressive 
compute power per watt, featuring 80 PLUS Titanium and Platinum redundant power supplies that can deliver 
96% (Titanium) or 94% (Platinum) efficiency at 50% load when connected to a 200 - 240 V AC power source. 
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The following key features make it a cost-effective platform for processing large amounts of data: 

• Improves productivity by offering superior system performance with the Intel Xeon Processor Scalable 

Family with up to 22-core processors, up to 30.25 MB of last level cache (LLC), up to 2933 MHz 

memory speeds, and up to 10.4 GT/s Ultra Path Interconnect (UPI) links.  

• Support for up to two processors, 40 cores, and 80 threads allows to maximize the concurrent 

execution of multithreaded applications. 

• Intelligent and adaptive system performance with energy efficient Intel Turbo Boost 2.0 Technology 

allows CPU cores to run at maximum speeds during peak workloads by temporarily going beyond 

processor thermal design power (TDP). 

• Intel Hyper-Threading Technology boosts performance for multithreaded applications by enabling 

simultaneous multithreading within each processor core, up to two threads per core. 

• Helps maximize system performance for data intensive applications with up to 2933 MHz memory 

speeds and up to 768 GB of memory capacity. 

• Offers flexible and scalable internal storage in a 1U rack form factor with up to 8x 2.5-inch drives for 

performance-optimized configurations or up to 4x 3.5-inch drives for capacity-optimized 

configurations, providing a wide selection of SAS/SATA HDDs/SSDs. 

• Provides I/O scalability with the LOM slot and up to three PCI Express (PCIe) 3.0 I/O expansion slots 

in a 1U rack form factor. 

• Reduces I/O latency and increases overall system performance with Intel Integrated I/O Technology 

that embeds the PCI Express 3.0 controller into the Intel Xeon Processor Scalable Family. 

For more information see the Lenovo ThinkSystem SR530 Server Product Guide. 

Lenovo ThinkSystem SR630 Server 

The Lenovo ThinkSystem SR630 server (as shown in Figure 5 below) is an ideal 2-socket 1U rack server for 
small businesses up to large enterprises that need industry-leading reliability, management, and security, as 
well as maximizing performance and flexibility for future growth. Featuring the second generation of the Intel 
Xeon Processor Scalable Family (Xeon SP Gen 2), the SR630 server offers scalable performance and 
storage capacity. The SR630 server supports up to two processors, up to 2933 MHz memory speed, up to 3 
TB of memory capacity with TruDDR4 DIMMs or up to 7.5 TB of memory capacity with a combination of 
TruDDR4 DIMMs and Intel DC persistent memory modules (DCPMMs), up to 12x 2.5-inch or 4x 3.5-inch drive 
bays with an extensive choice of NVMe PCIe SSDs, SAS/SATA SSDs, and SAS/SATA HDDs, and flexible I/O 
expansion options with a LOM slot, a dedicated storage controller slot, and up to 3x PCIe slots. 

The SR630 server offers basic or advanced hardware RAID protection and a wide range of networking 
options, including selectable LOM, ML2, and PCIe network adapters. The next-generation Lenovo XClarity 
Controller, which is built into the SR630 server, provides advanced service processor control, monitoring, and 
alerting functions. 

The following figure shows the Lenovo ThinkSystem SR630. 

https://lenovopress.com/lp1045
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Figure 5. Lenovo ThinkSystem SR630 Server (with 10x 2.5-inch drive bays) 

The SR630 server combines performance and flexibility. While it can provide outstanding uptime to keep 
business-critical applications running safely, the ease of use and comprehensive systems management tools 
help make deployment easier. Outstanding reliability, availability, and serviceability (RAS) and high-efficiency 
design improve your business environment and help save operational costs. 

The following key features make it the ideal platform for processing large amounts of data: 

• Improves productivity by offering superior system performance with the Intel Xeon Processor Scalable 

Family with up to 28-core processors, up to 38.5 MB of last level cache (LLC), up to 2933 MHz 

memory speeds, and up to 10.4 GT/s Ultra Path Interconnect (UPI) links.  

• Support for up to two processors, 56 cores, and 112 threads allows to maximize the concurrent 

execution of multithreaded applications. 

• Intelligent and adaptive system performance with energy efficient Intel Turbo Boost 2.0 Technology 

allows CPU cores to run at maximum speeds during peak workloads by temporarily going beyond 

processor thermal design power (TDP). 

• Intel Hyper-Threading Technology boosts performance for multithreaded applications by enabling 

simultaneous multithreading within each processor core, up to two threads per core. 

• Helps maximize system performance for data intensive applications with up to 2933 MHz memory 

speeds and up to 3 TB of memory capacity with 3DS RDIMMs. 

The following key features make it the ideal platform serving as a software defined storage: 

• Offers flexible and scalable internal storage in a 1U rack form factor with up to 12x 2.5-inch drives for 

performance-optimized configurations or up to 4x 3.5-inch drives for capacity-optimized 

configurations, providing a wide selection of SAS/SATA HDD/SSD and PCIe NVMe SSD types and 

capacities. 

• Provides I/O scalability with the LOM slot, PCIe 3.0 slot for an internal storage controller, and up to 

three PCI Express (PCIe) 3.0 I/O expansion slots in a 1U rack form factor. 

• Reduces I/O latency and increases overall system performance with Intel Integrated I/O Technology 

that embeds the PCI Express 3.0 controller into the Intel Xeon Processor Scalable Family. 

For more information see the Lenovo ThinkSystem SR630 Server Product Guide. 

https://lenovopress.com/lp1049
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Lenovo ThinkSystem SR650 Server 

Combining performance and flexibility, the Lenovo ThinkSystem SR650 server (as shown in Figure 6) is a 
great choice for small and medium businesses up to the large enterprise. It can provide outstanding uptime to 
keep business-critical applications and cloud deployments running safely. Ease of use and comprehensive 
systems management tools help make deployment easier. Outstanding reliability, availability, and 
serviceability (RAS) and high-efficiency design improve your business environment and help save operational 
costs. 

Featuring the Intel Xeon Processor Scalable Family, the SR650 server offers scalable performance, storage 
capacity, and I/O expansion. The SR650 server supports up to two processors, up to 3 TB of 2666 MHz 
TruDDR4 memory, up to 24x 2.5-inch or 14x 3.5-inch drive bays with an extensive choice of NVMe PCIe 
SSDs, SAS/SATA SSDs, and SAS/SATA HDDs, and flexible I/O expansion options with the LOM slot, the 
dedicated storage controller slot, and up to 6x PCIe slots. 

The SR650 server offers basic or advanced hardware RAID protection and a wide range of networking 
options, including selectable LOM, ML2, and PCIe network adapters. The next-generation Lenovo XClarity 
Controller, which is built into the SR650 server, provides advanced service processor control, monitoring, and 
alerting functions. 

Figure 6 below shows the Lenovo ThinkSystem SR650. 

 

Figure 6. Lenovo ThinkSystem SR650 server (with 24x 2.5-inch drive bays) 

The following key features make it the ideal platform for a software-defined storage: 

• Offers flexible and scalable internal storage in a 2U rack form factor with up to 24x 2.5-inch drives for 

performance-optimized configurations or up to 14x 3.5-inch drives for capacity-optimized 

configurations, providing a wide selection of SAS/SATA HDD/SSD and PCIe NVMe SSD types and 

capacities. 

• Provides flexibility to use SAS, SATA, or NVMe PCIe drives in the same drive bays with a unique 

AnyBay design. 
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• Provides I/O scalability with the LOM slot, PCIe 3.0 slot for an internal storage controller, and up to six 

PCI Express (PCIe) 3.0 I/O expansion slots in a 2U rack form factor. 

• Reduces I/O latency and increases overall system performance with Intel Integrated I/O Technology 

that embeds the PCI Express 3.0 controller into the Intel Xeon Processor Scalable Family. 

• Offers data protection and greater system uptime with hot-swap drives supporting basic or advanced 

RAID redundancy. 

• Provides availability for business-critical applications with redundant hot-swap power supplies and 

redundant hot-swap fans. 

• Simplifies servicing, speeds up problem resolution, and helps improve system availability with light 

path diagnostics. 

• Allows preventive actions in advance of possible failure, thereby increasing server uptime and 

application availability with Proactive Platform Alerts (including PFA and SMART alerts) for 

processors, voltage regulators, memory, internal storage (SAS/SATA HDDs and SSDs, NVMe SSDs, 

M.2 storage, flash storage adapters), fans, power supplies, RAID controllers, and server ambient and 

sub-component temperatures. 

• Continuously monitors system parameters, triggers alerts, and performs recovery actions in case of 

failure to minimize downtime with Built-in XClarity Controller (XCC). 

• Provides quick access to system status, firmware, network, health, and alerts information via Virtual 

Operator Panel from the XClarity Mobile App running on the Android or iOS mobile device that is 

connected to the front USB port with XClarity Controller access. 

• Speeds up troubleshooting tasks to reduce service time with diagnostics built into the XClarity 

Provisioning Manager. 

For more information see the Lenovo ThinkSystem SR650 Server Product Guide. 

6.1.2 Network Switches 
This section describes the TOR switches used in this reference architecture. The 25Gb Ethernet switches are 
used for internal and external data networks, and the 1Gb Ethernet switch is used for out-of- band server and 
switch management. 

Lenovo ThinkSystem NE2572 Rackswitch 

The Lenovo ThinkSystem NE2572 RackSwitch is designed for the data center and provides 10 Gb/25 Gb 
Ethernet connectivity with 40 Gb/100 Gb Ethernet upstream links. It is ideal for big data, cloud, and enterprise 
workload solutions. It is an enterprise class Layer 2 and Layer 3 full featured switch that delivers line-rate, 
high-bandwidth switching, filtering, and traffic queuing without delaying data. Large data center-grade buffers 
help keep traffic moving, while the hot-swap redundant power supplies and fans (along with numerous high-
availability software features) help provide high availability for business sensitive traffic. 

The NE2572 RackSwitch has 48x SFP28/SFP+ ports that support 10 GbE SFP+ and 25 GbE SFP28 optical 
transceivers, active optical cables (AOCs), and direct attach copper (DAC) cables. The switch also offers 6x 
QSFP28/QSFP+ ports that support 40 GbE QSFP+ and 100 GbE QSFP28 optical transceivers, active optical 

https://lenovopress.com/lp0644
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cables (AOCs), and direct attach copper (DAC) cables. The QSFP28/QSFP+ ports can also be split out into 
two 50 GbE (for 100 GbE QSFP28), or four 10 GbE (for 40 GbE QSFP+) or 25 GbE (for 100 GbE QSFP28) 
connections by using breakout cables. 

The NE2572 RackSwitch is ideal for latency sensitive applications, such as high-performance computing 
clusters and financial applications. 

The following figure shows the Lenovo ThinkSystem NE2572 RackSwitch. 

 

Figure 7. Lenovo ThinkSystem NE2572 RackSwitch 

For more information see the Lenovo ThinkSystem NE2572 RackSwitch Product Guide. 

Lenovo ThinkSystem NE0152T RackSwitch 

The Lenovo ThinkSystem NE0152T RackSwitch is a 1U rack-mount Gigabit Ethernet switch with 10 GbE 
Ethernet uplinks that delivers line-rate performance with feature-rich design that supports virtualization, high 
availability, and enterprise class Layer 2 and Layer 3 functionality. 

The NE0152T RackSwitch has 48x RJ-45 Gigabit Ethernet fixed ports and 4x SFP+ ports that support 1 GbE 
and 10 GbE optical transceivers, active optical cables (AOCs), and direct attach copper (DAC) cables. The 
NE0152T RackSwitch runs the Lenovo Cloud Networking Operating System (CNOS) that provides a simple, 
open and programmable network infrastructure with cloud-scale performance. Featuring a small, 1U footprint, 
this switch is designed for management network and access-layer deployments in data center infrastructures. 

The following figure shows the Lenovo ThinkSystem NE0152T Gigabit Ethernet RackSwitch. 

 

Figure 8. Lenovo ThinkSystem NE0152T RackSwitch 

For more information see the Lenovo ThinkSystem NE0152T RackSwitch Product Guide. 

6.2 Logical Components 
The following chapter describes briefly the logical components of the Lenovo Solution for SAP Data Hub. 

https://lenovopress.com/lp0608
https://lenovopress.com/lp0965
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6.2.1 SAP Data Hub Application 
SAP Data Hub is a distributed, containerized application. In the Lenovo Solution for SAP Data Hub, it is built 
using a Red Hat OpenShift Container Platform 3. Depending on the requirements of the Data Hub Application, 
the container-based applications are provisioned and managed by the Red Hat OpenShift Container Platform 
on the worker nodes of the platform. If more compute and/or memory capacity is needed, new worker nodes 
can be added to the solution. Persistent Storage Volumes are automatically provisioned on the Ceph storage. 

6.2.2 Solution Storage Layer 
The solution storage layer holds the application data of the Lenovo Solution for SAP Data Hub. It consists of a 
Ceph based Software Defined Storage solution built with Red Hat Ceph Storage 3. 

This storage solution provides a software defined storage cluster with unlimited scalability and without any 
single point of failure. This maximizes scalability and application availability. 

If a growing SAP Data Hub solution leads to a higher demand of storage, the storage layer can simply be 
expanded by adding additional drives to the storage nodes, or by adding new storage nodes to the cluster. 
The Lenovo Solution for SAP Data Hub will seamlessly integrate the new node. 

The Solution Storage Layer provides the following storage volumes using RADOS block devices (RBD): 

• Dynamically provisioned persistent volumes for containers running on the Kubernetes cluster 

• Data volumes for the secure Docker registry 

• Data volumes for the optional Hadoop cluster 

6.2.3 Optional Hadoop cluster 
The SAP Data Hub Spark Extensions enable SAP Data Hub to use the Spark2 environment on a Hadoop 
cluster as a computational framework for SAP Data Hub jobs. SAP highly recommends to co-locate the 
Hadoop environment with the Kubernetes cluster, therefore we decided to make it an optional component of 
the architecture described in this document. The Hadoop cluster uses virtual block storage on the Ceph 
storage for data, which can be easily adjusted to reflect the capacity needs. If more compute and/or memory 
capacity is needed, new Hadoop nodes can be added to the solution. 
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7 Deployment considerations 
This section describes an example deployment of the Lenovo Solution for SAP Data Hub. Four physical 
SR650 servers are used for the Ceph storage, six SR530 servers form the Kubernetes cluster together with 
the secure Docker registry node. The actual number of SR650 and SR530 servers are dependent on a sizing 
exercise, the numbers shown here are chosen arbitrarily. For more information on sizing, please refer to 
section 7.4 “Sizing considerations”. 

Two ThinkSystem NE2572 25 GBit/s Ethernet switches provide the high available network connectivity inside 
the solution, a ThinkSystem NE0152T 1 GBit/s Ethernet switch is used for the management connectivity of the 
servers. 

7.1 Hardware view 
The various hardware views are described in this section. 

7.1.1 Rack View 
Figure 9 below shows a view of the sample deployment in a 42U enterprise rack. On the bottom there are four 
Lenovo ThinkSystem SR650 servers with SSD storage, forming a Ceph storage cluster. In the middle there 
are the three Ethernet switches, the redundant pair of Lenovo ThinkSystem NE2572 RackSwitch 25Gb 
Ethernet switches for the data network and one Lenovo NE0152T RackSwitch 1Gb Ethernet switch for the 
management network. On the top there are five Lenovo ThinkSystem SR530 servers for a Kubernetes cluster 
(one administration node, one master node and 3 worker nodes), one SR530 for the secure Docker registry, 
and three SR530 for the optional Hadoop cluster. 
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Figure 9: Sample rack view of the solution in a 42U rack 

7.2 Networking 
The reference architecture specifies two physical networks: a high-speed data network and a management 
network. 

7.2.1 Network overview 
Figure 10 below shows an overview of the network of the solution. 

Ceph storage cluster (4 * SR650) 

Kubernetes master node, worker nodes, 
management node, secure Docker 
Registry, optional Hadoop nodes 

 

 1 GBit/s Management switch, 
2 * 25 GBit/s Network switch 
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Figure 10: Network overview of the Solution 

To ensure a highly available solution, two 25Gb Ethernet network switches are used.  

7.2.2 Data networks 
Each of the compute nodes (Kubernetes, secure Docker registry, optional Hadoop nodes), are connected to 
each of these two switches. They communicate using a 10Gb Ethernet connection, the corresponding switch 
ports are configured accordingly. 

Every node of the Ceph cluster is connected to both switches using two redundant pairs of 25Gb Ethernet 
connections, as shown in Figure 10. One redundant pair is used for the communication with the compute 
nodes and other communication partners external to the Ceph cluster. It uses the links marked with “ext” in 
Figure 10. The other redundant pair is used for Ceph’s internal communication (using the links marked with 
“int” in Figure 10). This internal network is used for replication and heartbeat traffic within the Ceph cluster. 

The two 25Gb Ethernet switches are interconnected by a 100Gb Ethernet Inter-Switch-Link (ISL). 
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If redundancy is not a requirement, the network architecture can be simplified by omitting the second 25Gb 
Ethernet Switch, including its connections to the servers. 

7.2.3 Management network 
A connection of every node’s XClarity Controller management module (XCC) to the 1Gb Ethernet 
management switch ensures the hardware management connection. The other infrastructure components 
(i.e. the switches and intelligent PDUs) can also be connected to the management switch. 

7.3 Storage integration 
The following chapter introduces the Ceph based storage solution and the integration of the storage solution 
into the Lenovo SAP Solution for SAP Data Hub. 

7.3.1 Ceph Storage Overview 
The storage used in this architecture is a highly scalable, software defined storage solution based on the 
open-sourced Ceph technology. Instead of storing data on a large, standalone server system in a hierarchical 
filesystem, Ceph uses a scalable, distributed and self-healing cluster of storage nodes to manage the storage 
data. Ceph offers a range of interfaces to the storage cluster: 

• RADOS Block Device (RBD): a distributed block device, which is accessed through a kernel module 

on the storage client of through a QEMU/KVM driver, 

• CephFS: a POSIX compliant file system, 

• RADOS Gateway (RGW): a bucket-based REST gateway, compatible with the S3-API 

• iSCSI: a network block storage protocol 

In the scenario described in the Reference Architecture, RBDs are used to store data in the Ceph storage 
solution. The Kubernetes cluster, the secure Docker registry and the Hadoop nodes use RBDs for data 
storage. In addition, the S3-API provided by the RADOS Gateway can be used to store object data directly 
from SAP Data Hub. 

Ceph’s built-in system for data replication offers automated fault tolerance to prevent data loss in the case of 
a failed node or disk. Typically, data blocks are replicated 2 or 3 times in the storage cluster, the number of 
replicas is configurable.  

In the setup described in this paper, a replication factor of 3 is used to ensure fault tolerance. 

7.3.2 Ceph Storage Setup 
The Ceph storage cluster holds the data of all parts of the solution. The drives in the compute nodes only host 
the operating system and application binaries.  
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Figure 11: RADOS block devices 

Using Ceph’s RADOS block devices (RBD) technology, Ceph provides it’s distributed, scalable storage as a 
virtual block device to the worker nodes. A kernel module on the worker nodes is used to mount the virtual 
block device into the operating system on the worker nodes. The Ceph technology distributes the individual 
blocks of the RBD devices on the distributed storage nodes of the storage cluster. The Ceph technology 
mirrors the blocks over different nodes to ensure availability in case of a failure. See Figure 11 above for an 
overview. 

Dynamically provisioned storage volumes 

A container running in the Kubernetes cluster can claim a dynamically provisioned persistent volume using the 
persistent volume claim mechanism in Kubernetes. These persistent volumes are also realized as RBD 
devices. 

SAP Data Hub running in the Kubernetes Framework uses persistent volume claims (PVCs) to obtain 
dynamically provisioned physical volumes in the requested storage class. These physical volumes are 
mapped to automatically created RBDs on the Ceph storage, in a pool that is associated to the requested 
storage class, and are then made available to SAP Data Hub. When the data is no longer required, i.e. when 
the PVC is removed, the persistent volume and its associated RBD is automatically deleted. 

Static storage volumes 

Ceph’s RADOS block devices are also used as as static storage volumes within the solution. Table 3 below 
shows a list of RBD devices together with their usage: 
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Table 3: List of RBD devices 

Node Mount Point Size Usage 

secure Docker registry /var/lib/docker-registry 200 GB or more Docker images stored in 
registry 

Hadoop (per node)  /hadoop dependent on sizing Hadoop storage 
(optional) 

 

7.4 Sizing considerations 
An important part of any SAP Data Hub deployment is sizing the target infrastructure components. 

7.4.1 Collecting data for sizing 
In the process of a sizing exercise, data is collected to get an estimation of the licensing and infrastructure 
requirements. The different components of a SAP Data Hub deployment are considered, as well as the 
amount of data that they are expected to handle: 

• SAP Data Hub Metadata storage 

o SAP HANA 

• SAP Data Hub Distributed Runtime tier 

o SAP Vora Engines 

 Relational In-Memory Engine 

 Disk Engine 

 Time Series Engine 

 Graph Engine 

 Document Store 

o Pipeline Engine 

o Additional Requirements (Distributed Log, Diagnostics Framework, etc.) 

This data is then used to estimate the compute and storage requirements, and how they are distributed within 
the architecture. At the time of writing, the sizing guide for SAP Data Hub is not yet generally available. The 
sizing formulas are not yet fully finalized and need fine tuning based on user feedback. Until then a sizing 
exercise will be a joint effort between SAP, Lenovo and the customer. 

7.4.2 Sizing the infrastructure 
The use cases for SAP Data Hub can vary widely and can be very different from customer to customer. 
Therefore the infrastructure requirements for an SAP Data Hub deployment can vary widely as well. One of 
the benefits of the described architecture is its adaptability to customer requirements.  

Depending on the requirements that resulted from a sizing exercise as described in section 7.4.1 above, the 
infrastructure components of the architecture can be varied in both capacity and count, resulting in a solution 
that fits the needs and still maintains scalability for future extensions: 
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• The configuration of the compute nodes, i.e. the Red Hat OpenShift Container Platform, the Docker 

registry and (optionally) Hadoop, can be adjusted to reflect the requirements by choosing either a 

single or two CPUs to reflect the computing requirements, and by adjusting the amount of RAM to 

reflect the memory usage requirements. Also the total number of compute nodes can be adjusted.  

• The Ceph storage layer can be adjusted to the storage requirements by changing the number of 

storage devices per Ceph node, and by increasing the number of Ceph nodes if needed. 

The configurations described in this reference architecture document can only be an example for an actual 
deployment. It is important to perform a proper sizing. For help with sizing an SAP Data Hub deployment, 
please contact the Global Lenovo SAP Center of Competence via email at SAPSolutions@lenovo.com. 

7.4.3 Minimum Sizing 
This section describes a minimal configuration for an SAP Data Hub deployment, suitable for a proof-of-
concept deployment. SAP Data Hub requires a minimum of  

• 4 Kubernetes worker nodes for a production environment, 

• 3 Kubernetes worker nodes for a test or development environment.  

Therefore, a Red Hat based, minimal deployment consists of 5 compute nodes and 4 storage nodes: 

• 4 Storage Nodes running Red Hat Ceph Storage 3.3, to provide the Ceph based software defined 

storage 

• 4 Nodes running Red Hat OpenShift Container Platform 3.11, for the Kubernetes environment 

consisting of 1 Kubernetes master node and 3 Kubernetes worker nodes 

• 1 Node running RHEL 7, for the secure Docker registry 

Depending on the requirement, additional nodes might be required: 

• A production deployment would require at least one additional compute node as a Kubernetes worker 

node.  

• For high availability scenarios more Kubernetes master nodes are required, deployed on compute 

nodes. 

For the optional deployment of a Hadoop cluster, a minimum of three nodes is needed. 

A bill of material (BOM) for the nodes is contained in section 8, “Appendix: Lenovo Bill of materials”, on page 
30. An overview is provided below. 

Compute Nodes 

Each of the compute nodes consists of a Lenovo ThinkSystem SR530 or SR630 server in the following 
configuration 

• 1x Intel Xeon Silver 4210 or Intel Xeon Silver 4114 CPU @ 2.20GHz, 10-core 

• 192GB (6x 32GB DIMMs) DDR4 RAM 

• 2x 480GB 6Gbps SATA 2.5" SSDs in a RAID1 configuration for the OS 

mailto:SAPSolutions@lenovo.com
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These are the minimum requirements for a compute node. For options to increase the CPU capacity and/or 
the memory capacity, please refer to section 7.4.4 below. 

Storage Nodes 

The Ceph based software defined storage requires a minimum of four nodes. 

Each of the nodes consists of a Lenovo ThinkSystem SR650 or SR630 server, in the following configuration: 

• 2x Intel Xeon Silver 4210 CPU @ 2.20GHz, 10-core or Intel Xeon Silver 4110 CPU @ 2.10GHz, 8-core 

• 192GB (6x 32GB DIMMs) DDR4 RAM 

• 2x 480GB 6Gbps SATA 2.5" SSDs in a RAID1 configuration for the OS 

• 4 or more 960GB 6Gbps SATA 2.5" SSDs (no RAID) for data 

Networking 

For the data network a single Lenovo ThinkSystem NE2572 RackSwitch is sufficient. For a highly available 
configuration, a redundant pair of those switches needs to be deployed. 

For the management network a single Lenovo NE0152T RackSwitch is sufficient. Usually the management 
network does not need to be highly available. 

7.4.4 Scaling the minimum configuration 
The minimum configuration as described in the previous section can be adapted to the requirements resulting 
from a sizing exercise. Compute and memory capacity is scaled independently from the storage capacity. 

Scaling Compute and Memory 

The Kubernetes master and worker nodes provide the compute power and memory used in this architecture. 
Adjusting to the workload requirements is done by adding nodes and/or adjusting the nodes’ configuration 
following a few simple rules:   

• The minimum node counts must be obeyed (see section 7.4.3) 

• All Kubernetes nodes (master and worker nodes) must have the same hardware configuration 

• For about every 20 Kubernetes worker nodes an additional Kubernetes Master node is required 

• For a high availability configuration, the number of Kubernetes Master nodes must be odd and greater 

than two. 

• The nodes for the secure Docker registry can stay as described in the minimum configuration. 

The best choice for a Kubernetes node configuration depends on the initial size of the landscape and 
expected growth. For example, if the sizing calls for 1536GB (or 1.5TB) of main memory, using the node sizes 
from Table 4 below, there are several options: 

• S-size configuration with 8 worker nodes provides 1.5TB of memory 

• M-size configuration with 4 worker nodes provides 1.5TB of memory  

• L- size configuration with 3 worker nodes provides 2.3TB of memory (oversized) 

Unless the minimum node counts mandate using the smallest node size S, it is advised to use larger sizes. 
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Table 4 below shows possible configurations for Kubernetes master/worker nodes. 

Table 4: CPU/Memory configurations for Kubernetes master and worker nodes 

Node Size RAM Intel Xeon SP Gen 1 Intel Xeon SP Gen 2 

S 192GB (6x 32GB RDIMM) 1x Silver 4114 (2.2GHz/10C) 1x Silver 4210 (2.2GHz/10C) 

M 384GB (12x 32GB RDIMM) 2x Silver 4114 (2.2GHz/10C)  2x Silver 4210 (2.2GHz/10C) 

M+ 384GB (6x 64GB RDIMM) 1x Gold 6138 (2.0GHz/20C) 1x Gold 6230 (2.1GHz/20C) 

L 768GB (12x 64GB RDIMM) 2x Gold 6138 (2.0GHz/20C) 2x Gold 6230 (2.1GHz/20C) 

A node size S can be easily upgraded to a node size M, a node size M+ can be easily upgraded to a node 
size L. Both M and M+ have the same memory capacity and roughly the same compute power. 

In general, these node sizes provide a good combination of CPU and memory capacity. For extremely 
unbalanced workloads the configurations can be further adapted. For example, the combination of very large 
memory requirements combined with low CPU usage might justify mixing the memory size of an L 
configuration with the CPUs of an M configuration, or extremely CPU hungry workloads might call for 
combining the Gold CPUs with less memory.  

The optional Hadoop nodes can be scaled and adjusted in a similar way.  

Scaling Storage 

The storage capacity is scaled by the total number of data drives in the storage nodes. 

In order to determine the number of drives required the total raw capacity must be calculated from the 
required usable capacity. The usable capacity depends on the replication factor used in Red Hat Ceph 
Storage. The replication factor defines how many instances of an object must exist so that the status is 
considered healthy. For example, a replication factor of 2 means that 2 instances of each object must exist, 
i.e. the original and one copy. Therefore the usable capacity is half the raw capacity, or the raw capacity must 
be at least double the required usable capacity. A replication factor of 3 results in 3 instances of each object, 
so the usable capacity is one third of the raw capacity, or the raw capacity must be at least 3 times the 
required usable capacity.  

Each storage node has two smaller drives in a RAID1 configuration, used for the operating system. The 22 
remaining drive bays in a storage node can be filled with data drives. A sensible minimum is 4 data drives per 
storage node. From there, larger capacities can be achieved by following these rules: 

• Add more drives to existing nodes before adding more nodes 

• Keep the number of drives in each node equal, i.e. distribute the drive evenly across all storage 

nodes 

These rules are meant for an initial configuration. Before adding drives or nodes to an existing system, consult 
the Global Lenovo SAP Center of Competence via email at SAPSolutions@lenovo.com. 

 

mailto:SAPSolutions@lenovo.com
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7.5 Installation instructions 
Lenovo's Professional Services can help you leverage the experience to avoid costly errors, reduce costs, 
and get new systems up and running faster and more reliably. For detailed installation instructions on how to 
set up the infrastructure components of this solution, please contact the Global Lenovo SAP Center of 
Competence via email at SAPSolutions@lenovo.com. 

mailto:SAPSolutions@lenovo.com
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8 Appendix: Lenovo Bill of materials 
This appendix contains the bill of materials (BOMs), including component name, part number and quantity, for 
an example configurations of hardware for SAP Data Hub deployments. There are sections for compute 
servers, storage servers, and networking.  

The BOM lists in this appendix are not meant to be exhaustive and must always be double-checked with the 
configuration tools. Also please remember that a proper sizing exercise is needed for any SAP Data Hub 
deployment, as described in section 7.4 “Sizing considerations” on page 25. Any discussion of pricing, 
support, and maintenance options is outside the scope of this document. 

8.1 BOM for compute nodes 
The following sections show detailed bills of material (BOM) for the compute nodes used in this architecture.  

8.1.1 Lenovo ThinkSystem SR530 as a compute node  
Table 5 below shows a BOM for a Lenovo ThinkSystem SR530 as a compute node in an SAP Data Hub 
deployment. The number of these nodes and the actual configuration depends on the results of a sizing 
exercise. 

Please note that the table shows the BOM for one (1) compute node in an S configuration as per Table 4 on 
page 28. The number of CPUs and memory DIMMs can be adjusted as outlined in section 7.4.4 on page 27. 

Table 5: Lenovo ThinkSystem SR530 as a compute node 

Part Number Description Ea 

7X08CTO1WW ThinkSystem SR530 - 3yr Warranty 1 

AV0S ThinkSystem SR530 2.5" Chassis with 8 Bays 1 

B4HS Intel Xeon Silver 4210 10C 85W 2.2GHz Processor 1 

B4H3 ThinkSystem 32GB TruDDR4 2933MHz (2Rx4 1.2V) RDIMM 6 

AUWB ThinkSystem SR530/SR630/SR570 2.5" SATA/SAS 8-Bay Backplane 1 

AUNG ThinkSystem RAID 530-8i PCIe 12Gb Adapter 1 

B499 ThinkSystem 2.5" Intel S4510 480GB Entry SATA 6Gb Hot Swap SSD 2 

AV0W ThinkSystem SR530/SR570 x8 PCIe LP Riser 2 Kit 1 

AUWC ThinkSystem SR530/SR570/SR630 x8/x16 PCIe LP+LP Riser 1 Kit 1 

AUWQ Lenovo ThinkSystem 1U LP+LP BF Riser Bracket 1 

AUKJ ThinkSystem 10Gb 2-port SFP+ LOM 1 

AVV7 ThinkSystem 750W(230/115V) Platinum Hot-Swap Power Supply 2 

6311 2.8m, 10A/100-250V, C13 to C14 Jumper Cord 2 

AUPW ThinkSystem XClarity Controller Standard to Enterprise Upgrade 1 
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Part Number Description Ea 

B0MJ Feature Enable TPM 1.2 1 

AXCA ThinkSystem Toolless Slide Rail 1 

AXFJ ThinkSystem SR530 MB 1 

AUTA XCC Network Access Label 1 

AUTJ ThinkSystem common Intel Label 1 

AUTV ThinkSystem large Label for non-24x2.5"/12x3.5"/10x2.5" 1 

AV08 Value 1U Service label LI 1 

AURR 
ThinkSystem M3.5 Screw for Riser 2x2pcs and SR530/550/558/570/590 
Planar 5pcs 9 

AUWG Lenovo ThinkSystem 1U VGA Filler 1 

AULP ThinkSystem 1U CPU Heatsink 1 

AVJ2 ThinkSystem 4R CPU HS Clip 1 

AV0Z ThinkSystem 4028 Fan Dummy 1 

AVWK ThinkSystem EIA Plate with Lenovo Logo 1 

AVEN ThinkSystem 1x1 2.5" HDD Filler 6 

AXFK ThinkSystem Intel Royalty for 2x10Gb SFP+ PHY Solution 1 

AV0L SR530 Model number Label 1 

AWF9 ThinkSystem Response time Service Label LI 1 

AV0G SR530/SR570 Lenovo Agency Label 1 

AVWJ ThinkSystem 750W Platinum RDN PSU Caution Label 1 

AV06 ThinkSystem SR530/SR630 2.5" SATA/SAS 8-Bay Backplane Kit 1 

B0ML Feature Enable TPM on MB 1 

AUWN Lenovo ThinkSystem 1U LP Riser Bracket 1 

AV1X Lenovo 3m Passive 25G SFP28 DAC Cable 1 

AVG0 3m Green Cat6 Cable 1 

For a redundant network setup the number of DAC cables listed above have to be doubled. 

If you prefer to use Intel Xeon SP Gen 1 processors instead of the Intel Xeon SP Gen 2 processors listed 
above, use processors and memory as listed below: 
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Table 6: CPU and Memory parts for a compute node using Intel Xeon SP Gen 1 processors 

Part Number Description Ea 

AWEC Intel Xeon Silver 4114 10C 85W 2.2GHz Processor 1 

AUND ThinkSystem 32GB TruDDR4 2666 MHz (2Rx4 1.2V) RDIMM 6 

8.1.2 Lenovo ThinkSystem SR630 as a compute node  
Table 5 above shows a BOM for a Lenovo ThinkSystem SR630 as a compute node in an SAP Data Hub 
deployment. The number of these nodes and the actual configuration depends on the results of a sizing 
exercise. 

Please note that the table shows the BOM for one (1) compute node in an S configuration as per Table 4 on 
page 28. The number of CPUs and memory DIMMs can be adjusted as outlined in section 7.4.4 on page 27. 

Table 7: Lenovo ThinkSystem SR630 as a compute node 

Part Number Description Ea 

7X02CTO1WW ThinkSystem SR630 - 3yr Warranty 1 

AUW1 ThinkSystem SR630 2.5" Chassis with 10 Bays 1 

B4HS Intel Xeon Silver 4210 10C 85W 2.2GHz Processor 1 

B4H3 ThinkSystem 32GB TruDDR4 2933MHz (2Rx4 1.2V) RDIMM 6 

AUW9 ThinkSystem SR630/SR570 2.5" AnyBay 10-Bay Backplane 1 

AUNG ThinkSystem RAID 530-8i PCIe 12Gb Adapter 1 

B2WM SR630 10x2.5" BP Cable Kit for 8i 1 

B499 ThinkSystem 2.5" Intel S4510 480GB Entry SATA 6Gb Hot Swap SSD 2 

AUWA ThinkSystem SR530/SR570/SR630 x16 PCIe LP Riser 2 Kit 1 

AUWC ThinkSystem SR530/SR570/SR630 x8/x16 PCIe LP+LP Riser 1 Kit 1 

AUWQ Lenovo ThinkSystem 1U LP+LP BF Riser Bracket 1 

AUKK ThinkSystem 10Gb 4-port SFP+ LOM 1 

AVWB ThinkSystem 1100W (230V/115V) Platinum Hot-Swap Power Supply 2 

6311 2.8m, 10A/100-250V, C13 to C14 Jumper Cord 2 

AUPW ThinkSystem XClarity Controller Standard to Enterprise Upgrade 1 

B173 
Companion Part for XClarity Controller Standard to Enterprise Upgrade in 
Factory 1 

B0MJ Feature Enable TPM 1.2 1 

AXCA ThinkSystem Toolless Slide Rail 1 

B4NK ThinkSystem SR630 Refresh MB 1 
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Part Number Description Ea 

AUTA XCC Network Access Label 1 

AUTJ ThinkSystem common Intel Label 1 

AUTC ThinkSystem SR630 Lenovo Agency Label 1 

AUX4 MS 1U Service label LI 1 

AURR 
ThinkSystem M3.5 Screw for Riser 2x2pcs and SR530/550/558/570/590 
Planar 5pcs 4 

AUWG Lenovo ThinkSystem 1U VGA Filler 1 

AULP ThinkSystem 1U CPU Heatsink 1 

AVJ2 ThinkSystem 4R CPU HS Clip 1 

AWGE ThinkSystem SR630 WW Lenovo LPK 1 

AVWK ThinkSystem EIA Plate with Lenovo Logo 1 

AVEN ThinkSystem 1x1 2.5" HDD Filler 8 

AUTQ ThinkSystem small Lenovo Label for 24x2.5"/12x3.5"/10x2.5" 1 

AUX3 SR630 Model number Label 1 

AWF9 ThinkSystem Response time Service Label LI 1 

AUW7 ThinkSystem SR630 4056 Fan Module 2 

AUT8 ThinkSystem 1100W RDN PSU Caution Label 1 

AUWF Lenovo ThinkSystem Super Cap Holder Dummy 1 

B0ML Feature Enable TPM on MB 1 

AUWN Lenovo ThinkSystem 1U LP Riser Bracket 1 

AV1X Lenovo 3m Passive 25G SFP28 DAC Cable 1 

AVG0 3m Green Cat6 Cable 1 

For a redundant network setup the number of DAC cables listed above have to be doubled. 

If you prefer to use Intel Xeon SP Gen 1 processors instead of the Intel Xeon SP Gen 2 processors listed 
above, use processors and memory as listed below: 

Table 8: CPU and Memory parts for a compute node using Intel Xeon SP Gen 1 processors 

Part Number Description Ea 

AWEC Intel Xeon Silver 4114 10C 85W 2.2GHz Processor 1 

AUND ThinkSystem 32GB TruDDR4 2666 MHz (2Rx4 1.2V) RDIMM 6 
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8.2 BOM for storage nodes 
The following sections show detailed bills of material (BOM) for the storage nodes used in this architecture.  

8.2.1 Lenovo ThinkSystem SR650 as a storage node  
Table 9 below shows a BOM for a Lenovo ThinkSystem SR650 as a storage node in an SAP Data Hub 
deployment. The number of these nodes and the actual configuration depends on the results of a sizing 
exercise. 

Please note that the table shows the BOM for one (1) storage node in a minimal configuration. There is a 
minimum number of four storage nodes. How to scale the storage servers and their drives is described in 
section 7.4.4 on page 27. 

Table 9: Lenovo ThinkSystem SR650 as a storage node  

Part Number Description Ea 

7X06CTO1WW ThinkSystem SR650 - 3yr Warranty 1 

AUVV ThinkSystem SR650 2.5" Chassis with 8, 16 or 24 bays 1 

B4HS Intel Xeon Silver 4210 10C 85W 2.2GHz Processor 2 

B4H3 ThinkSystem 32GB TruDDR4 2933MHz (2Rx4 1.2V) RDIMM 6 

AURA ThinkSystem 2U/Twr 2.5" SATA/SAS 8-Bay Backplane 3 

AUV1 ThinkSystem RAID 930-24i 4GB Flash PCIe 12Gb Adapter 1 

B499 ThinkSystem 2.5" Intel S4510 480GB Entry SATA 6Gb Hot Swap SSD 2 

B49A ThinkSystem 2.5" Intel S4510 960GB Entry SATA 6Gb Hot Swap SSD* 4 

AURC ThinkSystem SR550/SR590/SR650 (x16/x8)/(x16/x16) PCIe FH Riser 2 Kit 1 

AUR3 ThinkSystem SR550/SR590/SR650 x16/x8 PCIe FH Riser 1 Kit 1 

AUAJ Mellanox ConnectX-4 Lx 2x25GbE SFP28 Adapter 2 

AVWD ThinkSystem 750W(230/115V) Platinum Hot-Swap Power Supply 2 

6311 2.8m, 10A/100-250V, C13 to C14 Jumper Cord 2 

AUPW ThinkSystem XClarity Controller Standard to Enterprise Upgrade 1 

B0MJ Feature Enable TPM 1.2 1 

AXCA ThinkSystem Toolless Slide Rail 1 

AURD ThinkSystem 2U left EIA Latch Standard 1 

AUAK 2U Bracket for Mellanox ConnectX-4 Lx 2x25GbE SFP28 Adapter 2 

AUTD ThinkSystem SR650 model number Label 1 
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Part Number Description Ea 

AVEP ThinkSystem 4x1 2.5" HDD Filler 2 

AURQ Lenovo ThinkSystem 2U 3FH Riser Bracket 1 

AUSZ ThinkSystem SR650 Service Label LI 1 

AURY Lenovo ThinkSystem PHY Module Dummy 1 

AURR 
ThinkSystem M3.5 Screw for Riser 2x2pcs and SR530/550/558/570/590 
Planar 5pcs 4 

AUSG ThinkSystem SR650 6038 Fan module 1 

AVWJ ThinkSystem 750W Platinum RDN PSU Caution Label 1 

AUTQ ThinkSystem small Lenovo Label for 24x2.5"/12x3.5"/10x2.5" 1 

AURP Lenovo ThinkSystem 2U 2FH Riser Bracket 1 

AURS Lenovo ThinkSystem Memory Dummy 18 

AWF9 ThinkSystem Response time Service Label LI 1 

AUTA XCC Network Access Label 1 

AUSE Lenovo ThinkSystem 2U CPU Entry Heatsink 2 

AVWK ThinkSystem EIA Plate with Lenovo Logo 1 

AUT1 ThinkSystem SR650 Lenovo Agency Label 1 

AUNP FBU345 SuperCap 1 

AUSA Lenovo ThinkSystem M3.5" Screw for EIA 4 

AVEN ThinkSystem 1x1 2.5" HDD Filler 8 

AVJ2 ThinkSystem 4R CPU HS Clip 2 

AUTY ThinkSystem 12-15 sequence Label for 24x2.5"Chassis 1 

AUTF ThinkSystem 4-7 sequence Label for 2U 2.5" 1 

AUSH MS First 2U 8x2.5" HDD BP Cable Kit 1 

AVJ0 ThinkSystem SR650/ST550/ST558 Super Cap Cable 1 

AUSM MS 2nd 2U 8X2.5" Cable Kit 2 

AUQB Lenovo ThinkSystem Mainstream MB - 2U 1 

AUTJ ThinkSystem common Intel Label 1 

B0ML Feature Enable TPM on MB 1 

AV1X Lenovo 3m Passive 25G SFP28 DAC Cable 2 

AVG0 3m Green Cat6 Cable 1 
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For a redundant network setup the number of DAC cables listed above have to be doubled. 

For increased storage capacity the number of SSD drives marked with an asterisk (*) can be increased up to 
a maximum of 22 per node. In addition the number of nodes can be increased for additional capacity. 

If you prefer to use Intel Xeon SP Gen 1 processors instead of the Intel Xeon SP Gen 2 processors listed 
above, use processors and memory as listed below: 

Table 10: CPU and Memory parts for a storage node using Intel Xeon SP Gen 1 processors 

Part Number Description Ea 

AWEE Intel Xeon Silver 4110 8C 85W 2.1GHz Processor 2 

AUND ThinkSystem 32GB TruDDR4 2666 MHz (2Rx4 1.2V) RDIMM 6 

8.2.2 Lenovo ThinkSystem SR630 as a storage node  
In order to use a Lenovo ThinkSystem SR630 as a storage node in an SAP Data Hub deployment, the same 
configuration as described in section 8.1.2 Lenovo ThinkSystem SR630 as a compute node can be used, with 
a few additions. Table 9 above shows the additional items. For the base configuration refer to Table 7 on page 
32. The number of storage nodes and the actual configuration depends on the results of a sizing exercise. 

Please note that the table shows the additional parts for one (1) storage node in a minimal configuration. 
There is a minimum number of four storage nodes. How to scale the storage servers and their drives is 
described in section 7.4.4 on page 27. 

Table 11: Additional parts for a Lenovo ThinkSystem SR630 as a storage node  

Part Number Description Ea 

B4HS Intel Xeon Silver 4210 10C 85W 2.2GHz Processor 1 

B49A ThinkSystem 2.5" Intel S4510 960GB Entry SATA 6Gb Hot Swap SSD* 4 

AV1X Lenovo 3m Passive 25G SFP28 DAC Cable 1 

For a redundant network setup the number of DAC cables in the configuration have to be doubled. 

For increased storage capacity the number of SSD drives marked with an asterisk (*) can be increased up to 
a maximum of 8 per node, additionally higher capacity SSD drives may be used. In addition the number of 
nodes can be increased for additional capacity. 

 

8.3 BOM for networking 
Table 12 below list the BOM for the networking components required for an SAP Data Hub deployment. 
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Table 12: Networking Components 

Part Number Description Ea 

 Management Network Switch  

7Y81CTO1WW  Management: Lenovo ThinkSystem NE0152T RackSwitch (Rear to Front) 1 

B45U Lenovo ThinkSystem NE0152T RackSwitch (Rear to Front) 1 

A3KR Air Inlet Duct for 442 mm RackSwitch 1 

A3KP Adjustable 19" 4 Post Rail Kit 1 

6201 1.5m, 10A/100-250V, C13 to IEC 320-C14 Rack Power Cable 2 

   

 Data Network Switch  

7159HE3 
Highsped_Net-25G : Lenovo ThinkSystem NE2572 RackSwitch (Rear to 
Front) 1 

AV19 Lenovo ThinkSystem NE2572 RackSwitch (Rear to Front) 1 

ASTN Air Inlet Duct for 487 mm RackSwitch 1 

A3KP Adjustable 19" 4 Post Rail Kit 1 

6201 1.5m, 10A/100-250V, C13 to IEC 320-C14 Rack Power Cable 2 

AVFW 0.75m Green Cat6 Cable 1 

   

 Additional Inter-Switch-Link Cables for redundant setup  

AV1Z Lenovo 1m Passive 100G QSFP28 DAC Cable 2 

For a redundant network setup add an additional Lenovo ThinkSystem NE2572 RackSwitch and additional 
cables as indicated above. 
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Resources 
For more information about the topics described in the document, see the following resources: 

• SAP Data Hub 

https://www.sap.com/products/data-hub.html 

• SAP Data Hub documentation 

https://help.sap.com/viewer/product/SAP_DATA_HUB  

• Red Hat OpenShift Container Platform 3.11 documentation 

https://docs.openshift.com/container-platform/3.11 

• Red Hat Ceph Storage 3 documentation 

https://access.redhat.com/documentation/red_hat_ceph_storage/3/ 

• Lenovo XClarity Controller documentation: 

https://sysmgt.lenovofiles.com/help/index.jsp?topic=%2Fcom.lenovo.systems.management.xcc.doc 

• Lenovo ThinkSystem SR530 server documentation: 

with Xeon SP Gen 1: https://lenovopress.com/lp0639-thinksystem-sr530-server-xeon-sp-gen1 

with Xeon SP Gen 2: https://lenovopress.com/lp1045-thinksystem-sr530-server-xeon-sp-gen2   

• Lenovo ThinkSystem SR630 server documentation: 

with Xeon SP Gen 1: https://lenovopress.com/lp0643-thinksystem-sr630-server-xeon-sp-gen1 

with Xeon SP Gen 2: https://lenovopress.com/lp1049-thinksystem-sr630-server-xeon-sp-gen2 

• Lenovo ThinkSystem SR650 server documentation: 

with Xeon SP Gen 1: https://lenovopress.com/lp0644-thinksystem-sr650-server-xeon-sp-gen1 

with Xeon SP Gen 2: https://lenovopress.com/lp1050-thinksystem-sr650-server-xeon-sp-gen2  

• Lenovo ThinkSystem NE2572 RackSwitch documentation: 

https://systemx.lenovofiles.com/help/topic/com.lenovo.thinksystem.ne2572.doc/ts_ne2572.html 

• Lenovo ThinkSystem NE0152T documentation: 

https://systemx.lenovofiles.com/help/topic/com.lenovo.thinksystem.ne0152t.doc/ts_ne0152t.html 

 

 

https://www.sap.com/products/data-hub.html
https://help.sap.com/viewer/product/SAP_DATA_HUB
https://docs.openshift.com/container-platform/3.11
https://access.redhat.com/documentation/red_hat_ceph_storage/3/
https://sysmgt.lenovofiles.com/help/index.jsp?topic=%2Fcom.lenovo.systems.management.xcc.doc
https://lenovopress.com/lp0639
https://lenovopress.com/lp1045-thinksystem-sr530-server-xeon-sp-gen2
https://lenovopress.com/lp0643-thinksystem-sr630-server-xeon-sp-gen1
https://lenovopress.com/lp1049-thinksystem-sr630-server-xeon-sp-gen2
https://lenovopress.com/lp0644-thinksystem-sr650-server-xeon-sp-gen1
https://lenovopress.com/lp1050-thinksystem-sr650-server-xeon-sp-gen2
https://systemx.lenovofiles.com/help/topic/com.lenovo.thinksystem.ne2572.doc/ts_ne2572.html
https://systemx.lenovofiles.com/help/topic/com.lenovo.thinksystem.ne0152t.doc/ts_ne0152t.html
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Document history  
Version 1.0 October 2019 Initial Version covering SAP Data Hub 2.6, Red Hat deployment (Red 

Hat OpenShift and Red Hat Ceph Storage), Lenovo ThinkSystem 
SR530/SR630 for compute and Lenovo ThinkSystem SR630/SR650 
for storage nodes. 
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Trademarks and special notices 
© Copyright Lenovo 2019.  

References in this document to Lenovo products or services do not imply that Lenovo intends to make them 
available in every country. 

Lenovo, the Lenovo logo, ThinkCentre, ThinkVision, ThinkVantage, ThinkPlus and Rescue and Recovery are 
trademarks of Lenovo. 

SAP and other SAP products and services mentioned herein as well as their respective logos are trademarks 
or registered trademarks of SAP SE (or an SAP affiliate company) in Germany and other countries. 

IBM, the IBM logo, and ibm.com are trademarks or registered trademarks of International Business Machines 
Corporation in the United States, other countries, or both.  

Microsoft, Windows, Windows NT, and the Windows logo are trademarks of Microsoft Corporation in the 
United States, other countries, or both.  

Intel, Intel Inside (logos), MMX, and Pentium are trademarks of Intel Corporation in the United States, other 
countries, or both. 

Other company, product, or service names may be trademarks or service marks of others. 

Information is provided "AS IS" without warranty of any kind. 

All customer examples described are presented as illustrations of how those customers have used Lenovo 
products and the results they may have achieved. Actual environmental costs and performance 
characteristics may vary by customer. 

Information concerning non-Lenovo products was obtained from a supplier of these products, published 
announcement material, or other publicly available sources and does not constitute an endorsement of such 
products by Lenovo. Sources for non-Lenovo list prices and performance numbers are taken from publicly 
available information, including vendor announcements and vendor worldwide homepages. Lenovo has not 
tested these products and cannot confirm the accuracy of performance, capability, or any other claims related 
to non-Lenovo products. Questions on the capability of non-Lenovo products should be addressed to the 
supplier of those products. 

All statements regarding Lenovo future direction and intent are subject to change or withdrawal without notice, 
and represent goals and objectives only. Contact your local Lenovo office or Lenovo authorized reseller for the 
full text of the specific Statement of Direction. 

Some information addresses anticipated future capabilities. Such information is not intended as a definitive 
statement of a commitment to specific levels of performance, function or delivery schedules with respect to 
any future products. Such commitments are only made in Lenovo product announcements. The information is 
presented here to communicate Lenovo’s current investment and development activities as a good faith effort 
to help with our customers' future planning.  

Performance is based on measurements and projections using standard Lenovo benchmarks in a controlled 
environment. The actual throughput or performance that any user will experience will vary depending upon 
considerations such as the amount of multiprogramming in the user's job stream, the I/O configuration, the 
storage configuration, and the workload processed. Therefore, no assurance can be given that an individual 
user will achieve throughput or performance improvements equivalent to the ratios stated here. 

Photographs shown are of engineering prototypes. Changes may be incorporated in production models. 

Any references in this information to non-Lenovo websites are provided for convenience only and do not in 
any manner serve as an endorsement of those websites. The materials at those websites are not part of the 
materials for this Lenovo product and use of those websites is at your own risk. 
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