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Brief Red Hat OpenShift Data Foundation

Red Hat OpenShift Data Foundation

Red Hat® OpenShift® Data Foundation is persistent software-defined storage integrated with and 
optimized for Red Hat OpenShift Container Platform. It runs anywhere Red Hat OpenShift does: on-
premise or in public or hybrid cloud. It works with any type of data—block, file, or object. As a part of 
Red Hat Data Services, OpenShift Data Foundation offers a consistent experience regardless of the 
underlying infrastructure (Figure 1). Used and managed through the Red Hat OpenShift administra-
tor console, the platform is built on Ceph®, Rook, and Noobaa technologies, offering tightly inte-
grated, persistent data services for Red Hat OpenShift and hybrid multicloud environments. Stateful 
and highly available container-native storage can be dynamically provisioned and deprovisioned on 
demand.

Key benefits: 
 

Simplified access. Simplify data 
management across hybrid 
cloud for faster innovation.

Consistent experience. Enjoy a 
consistent user and developer 

experience across clouds for 
instant insights.

Dynamic scale. Start small and 
automate application scaling 

with data services made  
for scale.

Popular use cases: 
 

Cloud-native apps (CI/CD and 
data repositories)

Structured data (databases and 
data warehouses)

Big data (data analytics  
and AI/ML)

Container-aware data 
protection (for both  

persistent volumes and 
Kubernetes namespaces) EdgePublic cloudPrivate cloudVirtualPhysical
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Figure 1. Red Hat Data Services offers an integrated set of services to address scalability, data resiliency, security, 
governance, and data discovery needs.

Red Hat OpenShift Data Foundation
Simplified, consistent, and dynamic persistent storage for OpenShift applications
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provider of enterprise open 
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a community-powered approach 

to deliver reliable and high-
performing Linux, hybrid  

cloud, container, and  
Kubernetes technologies.  

Red Hat helps customers integrate 
new and existing IT applications, 

develop cloud-native applications, 
standardize on our industry-

leading operating system, and 
automate, secure, and manage 
complex environments. Award-
winning support, training, and 

consulting services make  
Red Hat a trusted adviser to 

the Fortune 500. As a strategic 
partner to cloud providers, system 

integrators, application vendors, 
customers, and open source 

communities, Red Hat can help 
organizations prepare for the 

digital future.
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Data at rest, data in motion, data in action

OpenShift Data Foundation provides file, block, and object storage classes, enabling workloads for 
data at rest, such as databases and warehouses; data in motion, automating data pipelines; and data 
in action, providing services for continuous deployment models, analytics, artificial intelligence, and 
machine learning. This tight integration removes the guesswork from running Red Hat OpenShift 
across multiple platforms.

Cloud and system providers can offer storage for diverse workloads. In many cases, these storage 
layers are delivered using different storage interface technologies depending on the storage proto-
col addressed by an application. These storage solutions lack a service-level interface that delivers 
a consistent experience to users regardless of the underlying storage technologies. OpenShift Data 
Foundation provides data services for applications in Kubernetes that support multiple workload 
types across multiple cloud platforms, providing:

 � Accelerated application development. Developer productivity depends on agile continu-
ous integration and continuous delivery (CI/CD) pipelines and responsive infrastructure. With 
comprehensive support for Kubernetes, Red Hat OpenShift Data Foundation automates storage 
provisioning alongside the provisioning of application resources, all available from the OpenShift 
administrator console.

 � Deterministic database performance. As databases have moved to container-based environ-
ments, the amount of stored data has grown, which has created an urgent need for performant 
container-based storage. OpenShift Data Foundation provides persistent block storage for data-
bases and supports database availability needs while providing consistency across multiple cloud 
platforms.

 � Simplified storage for data analytics. Methods for analyzing data are evolving with implica-
tions for both static data analysis and dynamic artificial intelligence and machine learning (AI/ML) 
environments. Red Hat OpenShift Data Foundation lets data scientists and those who support 
them deploy and manage cloud-portable storage on demand, without requiring details about how 
data is stored or how to move datasets to other platforms.

 � Data resilience for Kubernetes. OpenShift Data Foundation delivers container-aware backup 
capabilities using open standards, for both application persistent volume level backup and cluster 
protection at the namespace level. Data protection services work with existing solutions so 
organizations can easily extend their backup software to container-based environments without 
having to invest in new methodologies and knowledge.

Conclusion

Red Hat OpenShift Data Foundation provides simplified, consistent, and dynamic persistent data 
services anywhere that Red Hat OpenShift runs—across on-premise infrastructure, public cloud, or 
hybrid cloud. The platform offers tightly integrated, persistent data services that can serve a broad 
range of workload types and allows storage to be provisioned and deprovisioned on demand as an 
integral part of orchestrated, container-based environments.

Red Hat OpenShift  
Data Foundation lets  

IT organizations use their 
existing infrastructure 
to support Kubernetes 

applications.
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